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1. Executive summary 
This report summarises the main efforts and activities of the work on interoperability and technical integration as 

carried out in the scope of work package OC5. It details the particular approaches taken, challenges faced, and 

outcomes achieved with regard to the integration of individual IMPACT tools and applications. It can be seen as an 

update and extension to the prior deliverable D-OC5.3 Evaluation Report that was submitted to the EC in month 30.  

 

The main aim of work package OC5 was “to develop a technical framework to support the integration of the tools and 

applications that are being developed” and “to enable end-users to interact with IMPACT tools and applications in a 

consistent manner”1.  

 

In order to satisfy these requirements, a modular web service framework comprising several software components 

was designed and implemented: the IMPACT Interoperability Framework.  

 

Section 2 of this report presents the technical architecture and components of the IMPACT Interoperability 

Framework, a set of loosely coupled web applications that altogether can be used to enable communication and data 

exchange across several distinct software applications. Based on an outline of the overall architecture, the individual 

components are discussed in more detail, and supported with example code snippets that explain how certain 

functionalities have been implemented. First, the toolwrapper, the core technology component of the IMPACT 

Interoperability Framework that enables the integration of a diverse set of technologies and applications as web 

services is explained. The report then continues with an outline of the Taverna workflow system that has been 

adopted for the purpose of combining individual tools/services into more comprehensive and meaningful composite 

workflows. The technical description is concluded by a short summary of the main characteristics of the system and 

the measures that were taken to demonstrate the potential scalability of the approach.  

 

It follows a description of the various interfaces (locally, remotely, programmatically) that are exposed by the system, 

before the next section shortly describes the different repositories that were used in the project for managing source 

materials, source code (private and public) as well as the results obtained from the document processing that took 

place in work package CB5. Also some general considerations towards standards and formats used and the general 

approach to testing are discussed here. 

 

Section 3 then dives into detail about the individual tools developed during IMPACT and the specific efforts that had 

to be taken towards the successful integration of those individual software applications within the overall IMPACT 

Interoperability Framework.  

 

Section 4 finally collects the main technical and organisational challenges and issues that were encountered in the 

scope of work package OC5 and captures lessons learned.  

 

                                                                 
1 IMPACT Description of Work, version 1.3a, 2009, p. 55. 



 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 

 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 6/101 

2. Architecture of the IMPACT Interoperability Framework 
A core piece of work in IMPACT was the development of novel software techniques for a number of tasks connected 

to Optical Character Recognition (OCR), such as image enhancement, segmentation and post-processing, as well as 

the improvement of existing OCR engines and the development of new, experimental prototypes. The variety of 

platforms used by the developers of these tools made it necessary to define an overall technical architecture for 

establishing interoperability of the various software components.  

 

The notion of interoperability that has been pursued in IMPACT is defined by ISO/IEC 2382-01, Information 

Technology Vocabulary, Fundamental Terms, as: “The capability to communicate, execute programs, or transfer 

data among various functional units in a manner that requires the user to have little or no knowledge of the unique 

characteristics of those units.” Accordingly, the concept of interoperability in IMPACT is aimed towards the 

implementation of a highly flexible and easy to use technical framework and the integration of the software 

components within that framework. Interoperability of all tools as a main principle is herein achieved by two 

abstraction layers: individual software tools will be wrapped as web services, which are then again wrapped in a so 

called “basic” workflow module.  

 

Web services are provided by describing the publicly available interfaces of the service using open standards such 

as the Web Service Description Language (WSDL) and XMLSchema for the data types and Simple Object Access 

Protocol (SOAP) for data exchange2. In the course of 2011, also a REST interface has been added to the services. 

Basic workflows are then provided by wrapping the web services and their documented in- and outputs in a dataflow 

description of the Taverna workflow management system, thereby exposing relevant features of the software tools in 

the form of ready-to-use components.  

 

Generally, there is a one-to-one mapping from tools to web services, which means that one tool will be described as 

a service in one WSDL file. Different types of functionality will be offered as different web service operations, and 

additional parameters are offered as parameters of the operation if required for higher level workflow creation. The 

main advantages of this approach are the guaranteed compatibility of the tools offered as web services – avoiding 

incompatibility issues between different web service frameworks – and the reusability of a web service 

implementation. 

 

In addition, workflow development was introduced as a community-driven activity using an experimental workflow 

development and execution platform that was coupled to the IMPACT Interoperability Framework. The main 

advantages of performing experiments as a community activity have been the ability to share, comment, rate, 

organise, maintain and manage workflows jointly: the community participants created their own workflows by 

combining ready-to-use software components requiring only basic technical knowledge, and alongside improved their 

understanding of the challenges and technical solutions. An important objective for this was to provide maximum 

modularity and flexibility for designing the workflows and experiments, so that they can be tailored to very specific 

challenges, and conducted in a fully transparent, reproducible way. 

                                                                 
2 http://www.ibm.com/developerworks/webservices/library/ws-soa-intersoap/ 

http://en.wikipedia.org/wiki/Optical_character_recognition
http://www.iso.org/iso/catalogue_detail.htm?csnumber=7229
http://www.w3.org/TR/wsdl
http://www.w3.org/TR/xmlschema-2/
http://www.w3.org/TR/soap12-part0/
http://en.wikipedia.org/wiki/Representational_state_transfer
http://www.ibm.com/developerworks/webservices/library/ws-soa-intersoap/
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2.1 Components 

The IMPACT Interoperability Framework constitutes a service-oriented architecture (SOA) based on mature open 

source software components supported by an active user community. The Apache Software Foundation3 is a highly 

active and reliable open source software development community. IMPACT has therefore adopted the strategy to 

choose Apache Software Foundation projects in the first line, and evaluate alternatives only if the default Apache 

Software solutions appear to be inappropriate or too complex for the IMPACT project purposes. By choosing open 

source Apache projects as the base layer for the IMPACT technical framework, it is envisaged that this will facilitate 

takeup of these components in a digital library environment as well as reduce overall adoption costs and support post 

project sustainability of technical outcomes. 

 

 
Figure 1: IMPACT Interoperability Framework core architecture components 

 

The IMPACT Interoperability Framework is designed on the basis of the following technical components: 

 Java SE Development Kit (JDK), JDK 6 Update 20 or higher;  

 Apache Maven Version 2.2.1 or higher; 

 Apache Tomcat server Version 6.0.18 or higher;  

 Apache Synapse Version 2 or higher; 

 Apache Web Server Version 2.2.15 or higher (optional); 

 Taverna Workbench Version 2 or higher; 

 myExperiment virtual research environment. 

 

Java technology provides a mature platform-independent technical ground for the framework components. In the 

course of 2011, Maven has replaced Ant as the build tool, for it supports remote execution of the Tomcat manager 

application for remote deployment of web service archives to distributed servers. Tomcat has been selected as the 

servlet container where the web services based on the Axis2 stack are deployed as web applications. Any other Java 

                                                                 
3 http://www.apache.org/ 

http://en.wikipedia.org/wiki/Service-oriented_architecture
http://www.apache.org/
https://www.impact-project.eu/
http://java.sun.com/
http://maven.apache.org/
http://tomcat.apache.org/
http://synapse.apache.org/
http://httpd.apache.org/
http://www.taverna.org.uk/
http://www.myexperiment.org/
http://www.oracle.com/technetwork/java/index.html
http://maven.apache.org/
http://ant.apache.org/
http://tomcat.apache.org/tomcat-6.0-doc/manager-howto.html
http://tomcat.apache.org/tomcat-6.0-doc/manager-howto.html
http://tomcat.apache.org/
http://axis.apache.org/axis2/java/core/
http://www.apache.org/
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EE web container that implements the Java Servlet Specification 2.5 and Java Server Pages 2.1 works equally well, 

for example Jetty. Synapse is used as an enterprise service bus (ESB) providing web service load balancing by 

distributing workload across available processing units in the distributed network and failover functionality by skipping 

web service endpoints that are not available for some reason. The Apache Web Server can be optionally used as a 

filtering and routing instance which redirects requests to the corresponding application server. On top of the web 

service layer, the Taverna Workflow Engine has been adopted for service orchestration and mashups. The 

myExperiment environment enables sharing and discovery of scientific workflows developed in IMPACT. 

 

Based on these core components, a number of applications have been developed which altogether enable the 

integration of a diverse set of IMPACT (and also external) tools and services with this framework, thereby ensuring 

interoperability and enabling the exchange of data between them. The development of the software components and 

technical standards used in the IMPACT Interoperability Framework was guided by the project expectations that 

were defined in work package OC1 and collected in deliverable D-OC1.3 Final Requirements Report. 

 

2.1.1. Toolwrapper 

The Toolwrapper is a Java based application for creating a web service wrapper for command line tools. It creates a 

Maven project for a given command line tool which then provides web services and web service operations allowing 

executing the command line tool via SOAP, REST, and Java API interfaces. 

 
Web Service

Java Wrapper

SOAP Request Input XML/Binary
Command

Line
Application

Output XML/Binary SOAP Response

 
Figure 2: Generic Command Line Wrapper 

 

Based on an XML tool description, the command line call is modelled in XML first. It was decided to choose the 

"contract first" development style4, i.e. the WSDL description with document/literal binding style is created and the 

corresponding Java code is generated afterwards using Axis2’s WSLD2Java class (note that also REST web 

services can be described using WSDL (cf. http://www.ibm.com/developerworks/webservices/library/ws-restwsdl/). 

 

The main advantage of this approach is that it enables an implementation independent definition of data types using 

XMLSchema, e.g. by adding constraints to simple data types, like regular expressions or restricted string lists to 

strings (xsd:string) or ranges for integer values (xsd:int), etc. The exact way how these data types are then mapped 

into Java specific data types is therefore of secondary importance. 

                                                                 
4 http://soa.sys-con.com/node/143909 

http://jcp.org/aboutJava/communityprocess/mrel/jsr154/index.html
http://jcp.org/aboutJava/communityprocess/final/jsr245/
http://jetty.codehaus.org/jetty/
http://synapse.apache.org/
http://en.wikipedia.org/wiki/Enterprise_service_bus
http://httpd.apache.org/
http://www.taverna.org.uk/
http://www.myexperiment.org/
https://github.com/impactcentre/interoperability-framework/tree/master/toolwrapper
http://www.ibm.com/developerworks/webservices/library/ws-whichwsdl/
http://axis.apache.org/axis2/java/core/tools/CodegenToolReference.html
http://www.ibm.com/developerworks/webservices/library/ws-restwsdl/
http://soa.sys-con.com/node/143909
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The XML description of a command line tool (“toolspec.xml”) contains three main sections: 

 

 
 

In the header section, the id and name of the tool are set. A link can be defined for the tool homepage or additional 

documentation and also the version of the tool can be indicated. The installation section provides instructions on the 

availability and installation requirements of the command line tool under different operating systems.  
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In the next section, the actual operations of the service are defined. Most important is the command element, which 

maps the command line call parameters to the XML data types provided by the web service. In the example shown 

above, the simple “copy” command is wrapped as a web service. The command is defined as “/bin/cp input_file 

output_file”. Note how both parameters “input_file” and “ouput_file” are accordingly defined as variables ${input} 

and ${output} with their respective data types and constraints. Documentation and a default value can be 

entered as desired and will be exposed via the web interface of the service, and, since version 2.4 also directly in the 

Taverna service description panel. 

 

It is generally possible to define multiple services for a tool, and for each service a separate maven project will be 

created. Each service can also have multiple operations which correspond to specific commands. 

 

Finally, the deployment section completes the toolspec file. In the deployment section, a number of parameters can 

be defined to enable convenient remote deployment via the Tomcat manager application. This requires that the 

hostname and port under which Tomcat is running are specified in the toolspec as well as an identifier for the exact 

processing unit under which the service is being deployed (and which is in turn referenced in the service response 

message). Username and password of the user with the role “manager” in Tomcat need to be defined for 

programmatic access to the Tomcat manager application for remote deployment. 

  

 
 

The deployment can also have an identifier so that it is possible to assign multiple deployment environments to a 

single web service, so that accordingly different web application archives (.war) will be created for deployment. Using 

the corresponding profile in the deployment, a specific deployment environment can be selected. Finally, the path to 

the local data exchange directory needs to be set and mapped to a public URL; here the final output files are written 

to disk and then in turn published on the web server. 

 

A number of sample toolspec files for IMPACT as well as related 3rd party applications are available from the projects 

github repository: https://github.com/impactcentre/interoperability-framework/tree/master/toolwrapper/examples.  
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http://tomcat.apache.org/tomcat-6.0-doc/manager-howto.html
https://github.com/impactcentre/interoperability-framework/tree/master/toolwrapper/examples
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Once a service is deployed in a servlet container, it can immediately be accessed through its SOAP or REST 

interfaces. The REST endpoint is invoked like this: 

 

 
 
If everything is set up correctly, this will produce a response like this: 
 

 
 

In a similar fashion, the SOAP interface can be invoked by sending a valid SOAP request to the service endpoint: 
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Again, if everything is set up correctly, this will produce a valid SOAP response: 

 

 
 

Generally, there is a one-to-one mapping from tools to web services, which means that one tool will be described as 

a service in one WSDL file. Different types of functionality will be offered as different web service operations, and 

additional parameters are offered as parameters of the operation if required for higher level workflow creation. Each 

web service can be explored and tested as a standalone service or integrated in another environment by generating 

appropriate stubs. The web services are used as a basis for different kinds of clients, like the workflow management 

system Taverna, described in some detail in the next section, or the website client which has been created in order to 

enable the seamless website integration of the web services for testing and demonstration purposes. The main 

advantages of this approach are the guaranteed compatibility of the tools offered as web services – avoiding 

incompatibility issues between different web service frameworks – and the reusability of a generic web service 

implementation. As a consequence, as far as their contribution to the IMPACT Interoperability Framework is 

concerned, technical partners can concentrate on additional development required for filling gaps on the application 

itself which impede the intercommunication of the IMPACT modules, thus resulting in higher quality components. 
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The toolwrapper is available as free open source under the Apache 2.0 License5 and can be downloaded from: 

https://github.com/impactcentre/interoperability-framework/tree/master/toolwrapper. Additional documentation can be 

found in the README file that is included, and also in the public wiki of the project. 

 

2.1.2. Taverna 

Web services can be combined whenever the output of one service is compatible with the input of another service 

and it makes sense to apply the processing order that is given by this software workflow. For example, binarisation 

(reducing a colour/greyscale image to black and white only) can be applied to a document image before handing the 

results over to the text recognition process, while the inverse processing order would not make sense.  

 

After evaluation of several candidate systems, two workbenches were considered more thoroughly for workflow 

definition and execution: Taverna6 and Apache Orchestration Director Engine (ODE)7. The main argument for 

Apache ODE was that as a software component from the Apache Software Foundation it is well supported and fully 

compliant with the other Apache components in the IMPACT Interoperability Framework. The drawback of Apache 

ODE is the complexity of the BPEL8 language for describing workflows and mashups. BPEL is a process-centric 

model where the nodes in the workflows are activities and the “data” passed between them form a control system 

rather than being a genuine flow of messages. In Taverna’s implicit iteration mechanism (single node implicit 

parallelism, in BPEL this is a complete workflow in itself), the workflow models in Taverna can be extremely small for 

achieving very high grade of functionality. A workflow that looks simple in Taverna (a two stage pipeline, for example) 

can be orders of magnitude more complex in BPEL as the latter forces an explicit representation of the parallelism 

and data staging implicit to Taverna’s world view. In addition to this Taverna is service agnostic – while some tools 

are available as SOAP services, many are not. BPEL has a very fixed web service world view, and whilst in a 

particular case that could be changed through vendor specific extensions you would then lose the multi-platform 

advantage. Taverna, in contrast, was designed to be entirely extensible in this area (cf. 

http://www.taverna.org.uk/documentation/faq/general/taverna-and-bpel/). 

 

IMPACT has opted for the Taverna Workbench as the main tool for designing and executing IMPACT workflows. The 

main reason for this being the suitability of the data-driven approach of the Taverna workflow language for modelling 

OCR workflows and the immediate benefit for non-expert users through the graphical interface Taverna provides. 

Other workflow management systems typically require the users to model workflows in some dialect of XML or Java, 

a complexity that is removed in Taverna through the use of graphical design patterns. 

 

                                                                 
5 http://www.apache.org/licenses/LICENSE-2.0 

6 http://www.taverna.org.uk/introduction/ 

7 http://ode.apache.org/ 

8 http://docs.oasis-open.org/wsbpel/2.0/OS/wsbpel-v2.0-OS.html 

https://github.com/impactcentre/interoperability-framework/tree/master/toolwrapper
http://axis.apache.org/axis2/java/core/
http://www.taverna.org.uk/
http://ode.apache.org/
http://docs.oasis-open.org/wsbpel/2.0/OS/wsbpel-v2.0-OS.html
http://www.taverna.org.uk/documentation/faq/general/taverna-and-bpel/
http://www.apache.org/licenses/LICENSE-2.0
http://www.taverna.org.uk/introduction/
http://ode.apache.org/
http://docs.oasis-open.org/wsbpel/2.0/OS/wsbpel-v2.0-OS.html
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Figure 3: left: individual workflow modules – right: modules combined into workflow mashup 

 

The Taverna engine is an open-source software tool, created by the myGrid9 project, and funded through OMII-UK10. 

The main advantage of Taverna is that it provides an out-of-the-box solution for workflow design and execution. It is 

composed of an easy-to-use workbench, supplemented by a command line execution tool and a remote execution 

server that allows Taverna workflows to be run on remote machines, web pages or as a service. Taverna uses an 

open standard XML format for workflow descriptions (T2FLOW/SCUFL2) that can also be ported to BPEL, if need be.  

Therefore Taverna was in the end selected as the software most suitable for designing and executing IMPACT 

workflows. 

 

Workflows are executed by the Taverna engine, which "pushes" data through the pipeline starting from its input ports, 

and terminates when all those input tokens have been completely processed. This data-driven model, where the 

order of the computation is determined solely by the arcs in the graph, provides opportunities to parallelise the 

computation, in a way that is completely transparent to the workflow designer. Indeed, the designer's interaction with 

the system is mediated entirely by the Taverna Workbench, a visual environment where users compose workflows 

from a palette of pre-loaded or custom-made processors, launch them, monitor their execution, and visualise and 

export the results. Taverna also has the capability to record provenance traces of workflow executions, either in 

Open Provenance or in Janus format. 
                                                                 
9 http://www.mygrid.org.uk/ 

10 http://www.omii.ac.uk/ 

http://www.mygrid.org.uk/tools/
http://www.omii.ac.uk/wiki/AboutUs
http://dev.mygrid.org.uk/wiki/display/developer/SCUFL2
http://openprovenance.org/
http://www.bioontology.org/sites/default/files/Janus.pdf
http://www.mygrid.org.uk/
http://www.omii.ac.uk/
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Taverna processors are for the most part web service clients that are responsible for invoking one specific service 

operation. In fact, Taverna lets workflow designers import WSDL-described services by indicating their URL, and 

generates one processor for each operation specified in the interface. Once the web service is available as a 

collection of Taverna processors, those can be used within a workflow, i.e., they become available to the designers in 

the Workbench's palette. The generation process also includes the creation of input and output data structures that 

correspond to the input and output data types of the service operations. 

  

IMPACT exploits this Taverna feature to provide so called "workflow modules", which replicate the service's 

functionality, but at the workflow level, so that the service can now be easily composed with others that have been 

similarly exposed. By doing that, IMPACT creates an abstraction layer exposing relevant features of the software 

tools as workflow modules and showing how the components are supposed to interact by creating complex 

composite workflows out of basic workflow components. 

 
Figure 4: Workflows for assessing the effects of pre-OCR image enhancement (dewarping) on OCR results 

 

A fruitful collaboration has been established between IMPACT technical staff and the developers of the Taverna 

system, leading to quarterly calls where possible synergies and technical issues are discussed and through which 

IMPACT can influence future development of Taverna. The workflow and Taverna aspects of the IMPACT 

Interoperability Framework also provide evidence to support the positive effect of cross-domain collaboration and 

effective technologies and approaches for distributed, but domain dependent teams. 

 

Towards the end of 2011, a joint free hackathon was organised by IMPACT and Taverna staff at the University of 

Manchester: http://impact-mygrid-taverna-hackathon.wikispaces.com/.  

 

The event was fully booked and saw active participation from a diverse group of developers, from European projects 

IMPACT, SCAPE, KEEP, Digidoc as well as from the two French OCR labs LITIS in Rouen and LABRI in Bordeaux. 

Tangible outcomes of the hackathon included (among others): an experimental workflow for assessing the effects of 
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different image compression methods on OCR accuracy (http://www.myexperiment.org/workflows/2724.html), a 

generic beanshell implementing the Levenshtein distance method for quick and easy cross-evaluation of OCR results 

and ground truth from within Taverna (http://www.myexperiment.org/workflows/2558.html), and several more basic 

workflows integrating 3rd party tools and components, as e.g. the SCAPE projects image characterisation tool 

(http://www.myexperiment.org/workflows/2579.html).  

 

Also, a patch for the Taverna Workbench 2.3 was provided to the development team that pulls the web service 

annotations from a WSDL document and exposes them directly in the corresponding XML splitter’s ports in Taverna. 

This was a requirement both from IMPACT and SCAPE projects. The patch has been tested and integrated with the 

Taverna code base and released with Taverna 2.4.  

 

Here are the evaluation figures from the participants of the event (scores are 1-5, with 1 being lowest and 5 best): 

 

 
 

Taverna is a free and open source open source domain-independent Workflow Management System written entirely 

in Java and available as open source as well as for various platforms under the GNU Lesser General Public License 

(LGPL) 2.1 from: http://www.taverna.org.uk/download/. 

 

Taverna has been a central software product of the OMII-UK initiative, a version of Taverna has been available since 

mid 2003 and at the time of writing Taverna has guaranteed funding until 2014.  Currently there are over 4000 active 

users of Taverna known to the development group. 
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2.1.3. Summary 

From the IMPACT point of view, the IMPACT Interoperability Framework architecture derived from the above 

components has beneficial characteristics in various aspects: 

 

Modularity: Individual modules can be combined in a vast number of combinations, thereby enabling users to 

identify the most suitable processing chain for a particular kind of source material being processed and guaranteeing 

the reusability of the components. In this respect, the service-oriented-architecture is the guiding architectural design 

principle; more specifically the principle of loose coupling of reusable processing units, minimising interdependencies 

between them. This not only allows providing IMPACT tools by means of different combinations, each specifically 

tuned to achieve optimal results on a particular type of input material, but in addition gives users complete freedom to 

rearrange certain steps or exchange individual modules with other ones that are available to them.  

 

Transparency: Each individual application/processing step can be tested and evaluated separately, so that it is 

obvious to the user whether a functional unit produces expected results and contributes to the overall quality of the 

workflow and what the cost is in terms of processing time. IMPACT tools can be run against their state-of-the-art 

counterpart or in a combination of different tools/services, thereby greatly supporting evaluation tasks. For example if 

one module does not perform well on a particular type of material, it can be removed from the workflow or exchanged 

with another method simply by a few mouse clicks. 

 

Flexibility: Due to the IMPACT Interoperability Framework being platform-independent and capable of integrating 

many different types of software tools, automated workflows can be composed and rearranged whereas new 

workflows can be created and adapted from existing ones and the performance of these can be compared easily. 

Also, many components of the IMPACT Interoperability Framework such as the Enterprise Service Bus or the web 

service framework can be easily replaced by others without requiring major changes to the overall architecture, 

thereby enabling anyone to deploy the IMPACT Interoperability Framework and tailor it to the requirements of any 

specific environment.  

 

Extensibility: Third party components can be installed with very little extra effort and existing components extended. 

Therefore experimenting with and evaluating workflows is not restricted only to software tools developed during the 

IMPACT project. To demonstrate this, a number of free and open-source OCR and imaging tools such as Tesseract, 

OCRopus and others have been integrated and made available to project partners in dedicated workflows. 

 

Open standards based: The IMPACT Interoperability Framework is using only well-documented and actively 

supported open standards and open source components, mostly from OASIS and the Apache Software Foundation. 

Thus, the IMPACT Interoperability Framework can be reproduced and developed further by everyone interested, 

requiring no additional (licensing) costs. All of the components used are freely available for Linux and Windows 

operating systems and also as open source code - the Apache License applies for all of the above Apache projects, 

LGPL for the Taverna/myExperiment parts (please refer to the according project web site for additional information). 

Data exchange between software components is based on widely used XML standards such as METS/ALTO for 

encoding of structural information and of the OCR recognised text, and SOAP as the message exchange protocol.  
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Accessibility: The IMPACT Interoperability Framework can be accessed via different types of interfaces. There is a 

user-friendly, graphical workflow design and execution interface for local installation, a web client generator, which 

allows seamless integration into web sites and execution of workflows on a remote cluster via the web, and machine 

interfaces (API) for programmatic access. 

 

Collaboration: The community-wide applicability and optimisation of workflows strongly depends on users actively 

working with them. IMPACT makes workflows and workflow modules accessible by various channels (including Web 

2.0 features) to the community. In order to encourage people to actively participate, it is necessary to create easy-to-

use workflows which are comprehensively described and documented. By utilising the myExperiment platform as a 

virtual environment for community-based workflow design, IMPACT aims at contributing to the building of capacity 

and knowledge exchange in the wider digitisation community, also as part of the activities of the IMPACT Centre of 

Competence. 

 

Scalability: The web service components, as the basic layer of the IMPACT Interoperability Framework, are 

deployed in the IT infrastructure of different partner organisations in Europe. This creates a distributed cluster with 

cloned services available in a redundant way, which allows distributing the workload, avoiding single-point-of-failure 

(SPOF) and adding additional computing capacity when needed. Apache Synapse is used for load balancing the 

IMPACT cluster. 
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An example configuration for round-robin load balancing configuration with fail over is given below: 
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In this example, there are five distinct service endpoints listed for the IMPACTAbbyyOcrService which are available 

to iterate on every request. As Taverna already has built-in support for parallel service invocations, in this 

configuration example up to five processing requests can be triggered at a time, thereby increasing throughput by the 

factor five: 

 

 
Figure 5: Parallelisation of service invocations in Taverna 

 

In case no parallel invocations have been configured in the workflow description, the requests are simply distributed 

amongst the available endpoints in round-robin fashion (the scheduler selects a resource pointed to by a counter 

from a list, after which the counter is incremented and if the end is reached, returned to the beginning of the list)11. 

 

A distributed cluster was established by the deployment of identical service copies at all first phase demonstrator 

locations KB, ONB, BnF, BSB and BL. The cluster comprised of the following hardware: 

  

KB-L (Haarlem) Ubuntu Linux 10.04 64-Bit 4 Cores 4GB 

KB-W (Haarlem) Windows Server 2008 64-Bit 4 Cores 4 GB 

ONB-L (Vienna) Ubuntu Linux 10.04 64-Bit 8 Cores 8 GB 

ONB-W (Vienna) Windows Server 2003 32-Bit 8 Cores 8 GB 

BNF-L (Paris) Ubuntu Linux 10.04 64-Bit 4 Cores 4 GB 

BNF-W (Paris) Windows Server 2003 32-Bit 4 Cores 4 GB 

BL-W (London) Windows Server 2008 32-Bit 6 Cores 2 GB 

BSB-L (Munich) Suse SLES 10 64-Bit 2 Cores 4 GB 

BSB-W (Munich) Windows Server 2003 32-Bit 2 Cores 2 GB 

 

This amounts to a total computing capacity of 40 cores and 40 GB RAM, meaning that, in case all servers are online 

and available for processing, up to 40 concurrent threads can be spawned and processed by the cluster at a time. 

                                                                 
11 Since release 2.1, Synapse also features a new load balancing algorithm which takes into account response times of the actual 

endpoint when distributing the payload: https://issues.apache.org/jira/browse/SYNAPSE-784. 

http://tools.ietf.org/html/rfc1794
https://issues.apache.org/jira/browse/SYNAPSE-784
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Figure 6: Architecture of IMPACT Interoperability Framework cluster 

 

It must be mentioned that a geographically distributed cluster such as this has severe drawbacks when it comes to 

mass processing: large amounts of data need to be transferred between the different endpoints, through standard 

(typically: 100 MBit) internet connections. This was not a desired setup, but as no single partner could provide the 

project with sufficient hardware for mass processing, this model allowed experimenting with parallelisation on a 

conceptual level and also had the benefit of familiarising the content holders with the deployment of the IMPACT 

Interoperability Framework components and the related tools and applications.  

 

In the course of 2011, a Dutch consortium of supercomputing providers initiated a competition for the use of a cloud 

infrastructure to which the IMPACT Interoperability Framework was accepted. The experiments that followed have 

proven that the IMPACT Interoperability Framework can in principle also be deployed in a cloud environment 

(OpenNebula) that in turn enables high scalability with very little extra configuration effort.  

 

2.1.4 Adressing scalability 

The EC review report for 2011 put a strong emphasis on addressing scalability challenges, especially in the following 

recommendations: 
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“Rec. 2) Mass Digitization 

Continued push toward Mass Digitization by identifying bottlenecks and mitigating those issues, if only for 

demonstration purposes. This is a general requirement that applies to all aspects of the project from language and 

tools to the integration framework. 

 

Rec. 6) OC5 Framework 

The framework is a key contribution of the project. But reality should prevail in that it will be difficult to support beyond 

the project itself, and that its key contribution (within the project) will be to demonstrate the scalability. It is not at all 

clear that the distributed model currently proposed will deliver the scalability required for mass digitisation of historic 

texts.”12 

 

We would like to respond to these recommendations by explaining in a more detailed way how the decisions that 

were taken (e.g. for the distributed implementation) came about, and why this has no real implications for the 

scalability of the architecture in general. Also, it must be pointed out here that the focus of the IMPACT 

Interoperability Framework lies more on establishing interoperability and experimental workflow access, rather than 

merely adding the scalability aspect to the technical components developed during the project.  

 

Based on a decision taken at the joint OC5/CB5 work packages meeting in Paris, March 2010, the basic layer of the 

technical architecture was implemented and the available tools and applications from TR and EE deployed on site 

within the IT infrastructure of the five demonstrator partners KB, ONB, BL, BnF and BSB. This exercise was done 

mainly for these reasons: first, to validate that the architecture can in fact be implemented in the different IT 

infrastructures at all these institutions, secondly, in order to assess the actual effort required for the setup and 

maintenance of the components on site, and to summon a processing cluster of distributed servers that enables 

testing the concurrent processing of large amounts of data.  

 

Now, regarding the fact that transferring large amounts of data over the internet is a time-consuming process, some 

explanation is required: Operations in the IMPACT cluster are carried out by retrieving pre-selected datasets from an 

online repository and by processing them with distributed computing capacity so as to show the benefits of sharing, 

reproducing and adapting workflows. Productive mass digitisation using the IMPACT Interoperability Framework - 

although generally possible - is not the intended use due to the massive online data transfer it would entail. 

Nevertheless, if software tools and services are deployed locally, high volume of data processing can be envisaged, 

and the slight lack of performance due to the use of web services is easily compensated by workload distribution and 

process parallelisation. In fact, the switch from a distributed remote processing environment to a purely local cluster 

is as simple as adapting the IP addresses of the servers that the IMPACT Interoperability Framework components 

are deployed to by entering a private IP address within the local network or domain instead of the address of a 

remote server. This can be done by changing a single line in the deployment configuration as explained in section 

2.1.1 in this document.  

 

                                                                 
12 IMPACT Technical Review Report, p. 4f. 



 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 23/101 

                    
   Figure 7: Left – remote cluster / right: local cluster 

 

Similarly, since the IMPACT Interoperability Framework encourages the use of URL references for binary data 

transmission, again here the switch from remote to local processing would be as simple as replacing the file 

reference to a remote object (e.g. http://www.some.url/some.file) with that of the local object (e.g. file://path-to-

file/some.file).  

 

However, it turned out that the different deployment environments and according IT requirements (security in 

particular) at each institution required in many cases additional efforts in customising the solutions developed in work 

package OC5 to meet the specifications and constraints of these institutions IT departments. Also, there were 

frequent (scheduled) maintenance downtimes at several of the institutions, which caused some overhead in 

managing the availability of individual servers (system administration). Nevertheless, in the course of 2011, more 

than 20 individual software components from the technical partners were exposed via this architecture and at least 

two instances of each service were available at all times. More than 8.8M requests were served in the course of 

2010-2011, and more than 500,000 raw images were processed.  

 

Also, two large scale tests were carried out to assess scalability: firstly, ~100,000 uncompressed TIF images were 

submitted to an example workflow using only a single server in order to arrive at a baseline for the processing time 

and to verify that such amounts of data can be processed in a single job without crashes; secondly, the same test 

was repeated with a smaller subset (5,000 images), but this time using multiple service endpoints to measure the 

according performance gain in throughput due to the additional processing units.  

 

Here we present the results of the test with ~100,000 images: 

 

 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 

http://www.some.url/some.file


 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 24/101 

Start date 19/10/2011::23:34:01 

End date 21/10/2011::12:42:59 

    

Total duration  

msec 133738233 

sec 133738 

min 2229 

hours 37.15 

    

Total no. of web service requests 113105 

8-Bit newspaper images  

8 MB per file  

884 GB in total  

5 endpoints active  

    

Total no. of web service responses  

200 - "Processed successfully" 109182 

503 - "Service unavailable" 3340 

500 - "Internal server error" 583 

    

Error rate 0.005154502 

Proxy errors (network timeout) 0.029530083 

Success rate 0.965315415 

    

Throughput  

images/min 50 

MB/min 400 

 

Also the results from the test with 5,000 images and multiple service endpoints indicate good vertical scalability: 

 
ONLY KB DEMONSTRATOR 

Processing unit KB 
http://kbdemo.dnsalias.org/kb-l/tomcat1/ 7525 
Mean execution time in seconds 7.5 

 
ONLY ONB DEMONSTRATOR 

Processing unit ONB 

http://fue.onb.ac.at/impact/fue-l/tomcat1 2419 

Mean execution time in seconds 2.4 

 
KB AND ONB DEMONSTRATOR (LOAD BALANCED) 

Processing unit KB ONB KB/ONB
http://kbdemo.dnsalias.org/synapse/ 7525 2419 4972 

Mean execution time in seconds 7.5 2.4 5.0 

 

Above figures show that the mean processing time using only the service endpoint of the KB server (on average 7.5 

seconds per image) could be significantly reduced by adding another service endpoint from the ONB server (on 
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average 2.4 seconds per image). The difference in the individual mean execution times between KB and ONB 

servers can be explained by the hardware differences of the servers. 

 

Statistics 

Altogether, in the timeframe from 1/6/2010 – 31/5/2012 (24M), the total number of 8,807,352 web service requests 

was processed using the IMPACT Interoperability Framework. Out of the 8.8M requests, 11,928 returned processing 

errors. This amounts to an error rate of 0.000168 or a success rate greater 99.999%. The distribution across the 

individual service endpoints is as follows: 

Web  service ID Runs Errors Error_rate Success_rate 

BL-W-IMPACTAbbyyFre10BinarisationService 3744 0 0 100 

BL-W-IMPACTAbbyyFre10OcrService 6432 0 0 100 

BL-W-IMPACTAbbyyOcrService 6480 1 0.000154 99.99985 

BL-W-IMPACTBorderRemovalService 8304 0 0 100 

BL-W-IMPACTBorderRemovalV2Service 8760 0 0 100 

BL-W-IMPACTBorderRemovalV3Service 9432 0 0 100 

BL-W-IMPACTBorderRemovalV4Service 8976 0 0 100 

BL-W-IMPACTCharacterSegmentationService 19368 0 0 100 

BL-W-IMPACTGeocorrPagecurlService 6720 0 0 100 

BL-W-IMPACTGeocorrPagecurlV3Service 6768 0 0 100 

BL-W-IMPACTGeocorrPagecurlV4Service 6912 0 0 100 

BL-W-IMPACTLayoutEvalService 24648 0 0 100 

BL-W-IMPACTNamedEntitiesRecognizerService 10608 0 0 100 

BL-W-IMPACTOcrEvalService 19104 0 0 100 

BL-W-IMPACTOcrXmlTransformationAndExtractionService 69120 0 0 100 

BL-W-IMPACTTesseractV3Service 6936 0 0 100 

BL-W-IMPACTTestCopyFileService 30576 0 0 100 

BL-W-IMPACTTlwSegmentationService 7824 0 0 100 

BL-W-IMPACTTypewrittenOcrV2Service 6168 4 0.000649 99.99935 

BNF-L-IMPACTGimpImageConversionService 15456 1 6.47E-05 99.99994 

BNF-L-IMPACTIconvService 55104 0 0 100 

BNF-L-IMPACTImageMagickService 11880 1 8.42E-05 99.99992 

BNF-L-IMPACTNamedEntitiesRecognizerService 13008 1 7.69E-05 99.99992 

BNF-L-IMPACTOcrXmlTransformationAndExtractionService 86400 0 0 100 

BNF-L-IMPACTTesseractService 13104 0 0 100 

BNF-L-IMPACTTestCopyFileService 50592 0 0 100 

BNF-W-IMPACTAbbyyFre10OcrService 7848 0 0 100 

BNF-W-IMPACTAbbyyOcrService 8352 1 0.00012 99.99988 

BNF-W-IMPACTBorderRemovalService 11760 0 0 100 

BNF-W-IMPACTBorderRemovalV2Service 8904 1 0.000112 99.99989 
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BNF-W-IMPACTBorderRemovalV3Service 10464 1 9.56E-05 99.9999 

BNF-W-IMPACTBorderRemovalV4Service 9768 1 0.000102 99.9999 

BNF-W-IMPACTCharacterSegmentationService 20784 0 0 100 

BNF-W-IMPACTGeocorrPagecurlService 6408 1 0.000156 99.99984 

BNF-W-IMPACTGeocorrPagecurlV3Service 6936 1 0.000144 99.99986 

BNF-W-IMPACTGeocorrPagecurlV4Service 6960 1 0.000144 99.99986 

BNF-W-IMPACTLayoutEvalService 17136 0 0 100 

BNF-W-IMPACTNamedEntitiesRecognizerService 13416 1 7.45E-05 99.99993 

BNF-W-IMPACTOcrEvalService 28992 0 0 100 

BNF-W-IMPACTOcrXmlTransformationAndExtractionService 69120 0 0 100 

BNF-W-IMPACTTesseractV3Service 5184 0 0 100 

BNF-W-IMPACTTestCopyFileService 43848 0 0 100 

BNF-W-IMPACTTlwSegmentationService 6936 0 0 100 

BNF-W-IMPACTTypewrittenOcrV2Service 5208 0 0 100 

BSB-L-IMPACTGimpImageConversionService 12648 0 0 100 

BSB-L-IMPACTIconvService 51840 0 0 100 

BSB-L-IMPACTImageMagickService 19776 0 0 100 

BSB-L-IMPACTNamedEntitiesRecognizerService 16440 0 0 100 

BSB-L-IMPACTOcrXmlTransformationAndExtractionService 97872 0 0 100 

BSB-L-IMPACTTesseractV3Service 6360 0 0 100 

BSB-L-IMPACTTestCopyFileService 50424 0 0 100 

BSB-W-IMPACTBorderRemovalService 15432 0 0 100 

BSB-W-IMPACTBorderRemovalV2Service 13128 0 0 100 

BSB-W-IMPACTBorderRemovalV3Service 14352 0 0 100 

BSB-W-IMPACTBorderRemovalV4Service 13152 0 0 100 

BSB-W-IMPACTCharacterSegmentationService 27840 0 0 100 

BSB-W-IMPACTesseractV3Service 5760 0 0 100 

BSB-W-IMPACTGeocorrPagecurlService 8856 0 0 100 

BSB-W-IMPACTGeocorrPagecurlV3Service 9144 0 0 100 

BSB-W-IMPACTGeocorrPagecurlV4Service 9216 0 0 100 

BSB-W-IMPACTLayoutEvalService 32832 0 0 100 

BSB-W-IMPACTNamedEntitiesRecognizerService 18120 0 0 100 

BSB-W-IMPACTOcrEvalService 32016 0 0 100 

BSB-W-IMPACTOcrXmlTransformationAndExtractionService 96768 0 0 100 

BSB-W-IMPACTTestCopyFileService 21576 0 0 100 

BSB-W-IMPACTTlwSegmentationService 9456 0 0 100 

BSB-W-IMPACTTypewrittenOcrV2Service 6336 0 0 100 

IBM-IMPACTConcertService 10680 0 0 100 

KB-L-IMPACTGimpImageConversionService 28704 11 0.000383 99.99962 

KB-L-IMPACTIconvService 108360 12 0.000111 99.99989 
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KB-L-IMPACTImageMagickService 56496 12 0.000212 99.99979 

KB-L-IMPACTNamedEntitiesRecognizerService 25272 10 0.000396 99.9996 

KB-L-IMPACTOcrXmlTransformationAndExtractionService 155592 13 8.36E-05 99.99992 

KB-L-IMPACTPageToSvgConverterService 62712 25 0.000399 99.9996 

KB-L-IMPACTTesseractService 14064 11 0.000782 99.99922 

KB-L-IMPACTTestCopyFileService 92136 12 0.00013 99.99987 

KB-W-IMPACTAbbyyFre10BinarisationService 5400 2 0.00037 99.99963 

KB-W-IMPACTAbbyyFre10ErlService 15960 1 6.27E-05 99.99994 

KB-W-IMPACTAbbyyFre10OcrService 14664 7 0.000477 99.99952 

KB-W-IMPACTAbbyyFre10PageXmlService 15048 3 0.000199 99.9998 

KB-W-IMPACTAbbyyOcrService 15456 2 0.000129 99.99987 

KB-W-IMPACTAbbyyPageXmlV3Service 18240 2 0.00011 99.99989 

KB-W-IMPACTBorderRemovalService 15864 2 0.000126 99.99987 

KB-W-IMPACTBorderRemovalV2Service 13728 2 0.000146 99.99985 

KB-W-IMPACTBorderRemovalV3Service 31416 0 0 100 

KB-W-IMPACTBorderRemovalV4Service 13776 1 7.26E-05 99.99993 

KB-W-IMPACTCharacterSegmentationService 40608 14 0.000345 99.99966 

KB-W-IMPACTFineReaderService 15024 14 0.000932 99.99907 

KB-W-IMPACTGeocorrPagecurlService 12840 2 0.000156 99.99984 

KB-W-IMPACTGeocorrPagecurlV3Service 15408 3 0.000195 99.99981 

KB-W-IMPACTGeocorrPagecurlV4Service 12072 2 0.000166 99.99983 

KB-W-IMPACTLayoutEvalService 55800 4 7.17E-05 99.99993 

KB-W-IMPACTlwSegmentationService 9528 1 0.000105 99.9999 

KB-W-IMPACTNamedEntitiesRecognizerService 22320 2 8.96E-05 99.99991 

KB-W-IMPACTNCSRBinarisationService 19968 22 0.001102 99.9989 

KB-W-IMPACTOcrEvalService 47688 31 0.00065 99.99935 

KB-W-IMPACTOcrXmlTransformationAndExtractionService 130680 1 7.65E-06 99.99999 

KB-W-IMPACTPageGroundTruthValidatorService 62976 12 0.000191 99.99981 

KB-W-IMPACTTesseractService 14040 1 7.12E-05 99.99993 

KB-W-IMPACTTesseractV3Service 8112 0 0 100 

KB-W-IMPACTTestCopyFileService 57504 0 0 100 

KB-W-IMPACTTypewrittenOcrService 7176 1 0.000139 99.99986 

KB-W-IMPACTTypewrittenOcrV2Service 6696 1 0.000149 99.99985 

KB-W-IMPACTWordEvaluationService 22752 2 8.79E-05 99.99991 

LMU-L-IMPACTProfilerService 10848 9 0.00083 99.99917 

ONB-IMPACTAbbyyFre10BinarisationProxy 10488 2 0.000191 99.99981 

ONB-IMPACTAbbyyFre10ErlProxy 12024 11 0.000915 99.99909 

ONB-IMPACTAbbyyFre10OcrProxy 17352 10 0.000576 99.99942 

ONB-IMPACTAbbyyFre10PageXmlProxy 13128 11 0.000838 99.99916 

ONB-IMPACTAbbyyOcrProxy 14520 5 0.000344 99.99966 
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ONB-IMPACTAbbyyPageXmlProxy 10368 2 0.000193 99.99981 

ONB-IMPACTAbbyyPageXmlV2Proxy 16464 2 0.000121 99.99988 

ONB-IMPACTAbbyyPageXmlV3Proxy 13704 10 0.00073 99.99927 

ONB-IMPACTBorderRemovalProxy 8496 4 0.000471 99.99953 

ONB-IMPACTBorderRemovalV2Proxy 7560 4 0.000529 99.99947 

ONB-IMPACTBorderRemovalV3Proxy 18552 4 0.000216 99.99978 

ONB-IMPACTBorderRemovalV4Proxy 8208 5 0.000609 99.99939 

ONB-IMPACTCharacterSegmentationProxy 18936 6 0.000317 99.99968 

ONB-IMPACTGeocorrPagecurlProxy 8928 5 0.00056 99.99944 

ONB-IMPACTGeocorrPagecurlV3Proxy 18432 4 0.000217 99.99978 

ONB-IMPACTGeocorrPagecurlV4Proxy 8232 4 0.000486 99.99951 

ONB-IMPACTGimpImageConversionProxy 20664 0 0 100 

ONB-IMPACTIconvProxy 87624 0 0 100 

ONB-IMPACTImageMagickProxy 38856 11 0.000283 99.99972 

ONB-IMPACTLayoutEvalProxy 46800 15 0.000321 99.99968 

ONB-IMPACTNamedEntitiesRecognizerProxy 17952 6 0.000334 99.99967 

ONB-IMPACTOcrEvalProxy 33888 19 0.000561 99.99944 

ONB-IMPACTOcropusProxy 45888 0 0 100 

ONB-IMPACTOcrXmlTransformationAndExtractionProxy 86976 19 0.000218 99.99978 

ONB-IMPACTOpenJpegConversionProxy 8112 0 0 100 

ONB-IMPACTTesseractProxy 18864 0 0 100 

ONB-IMPACTTesseractV3Proxy 7584 4 0.000527 99.99947 

ONB-IMPACTTestCopyFileProxy 74232 14 0.000189 99.99981 

ONB-IMPACTTlwSegmentationProxy 7056 5 0.000709 99.99929 

ONB-IMPACTTypewrittenOcrProxy 7416 7 0.000944 99.99906 

ONB-IMPACTTypewrittenOcrV2Proxy 6384 6 0.00094 99.99906 

ONB-L-IMPACTGimpImageConversionService 21696 0 0 100 

ONB-L-IMPACTIconvService 2877312 0 0 100 

ONB-L-IMPACTImageMagickService 59808 0 0 100 

ONB-L-IMPACTLinuxFileService 6600 3 0.000455 99.99955 

ONB-L-IMPACTOcropusService 43824 0 0 100 

ONB-L-IMPACTOcrXmlTransformationAndExtractionService 149520 0 0 100 

ONB-L-IMPACTOpenJpegConversionService 7488 0 0 100 

ONB-L-IMPACTTesseractService 21120 0 0 100 

ONB-L-IMPACTTestCopyFileService 63312 0 0 100 

ONB-W-IMPACTAbbyyFre10OcrService 14496 0 0 100 

ONB-W-IMPACTAbbyyOcrService 12000 9 0.00075 99.99925 

ONB-W-IMPACTAbbyyPageXmlV2Service 11832 2 0.000169 99.99983 

ONB-W-IMPACTAbyyFre10BinarisationService 12312 0 0 100 

ONB-W-IMPACTAbyyPageXmlService 7488 2 0.000267 99.99973 
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ONB-W-IMPACTBorderRemovalService 7680 0 0 100 

ONB-W-IMPACTBorderRemovalV3Service 7488 0 0 100 

ONB-W-IMPACTBorderRemovalV4Service 7488 0 0 100 

ONB-W-IMPACTCharacterSegmentationService 27600 0 0 100 

ONB-W-IMPACTGeocorrPagecurlService 8328 0 0 100 

ONB-W-IMPACTGeocorrPagecurlV3Service 7512 0 0 100 

ONB-W-IMPACTGeocorrPagecurlV4Service 7488 0 0 100 

ONB-W-IMPACTLayoutEvalService 48264 0 0 100 

ONB-W-IMPACTNamedEntitiesRecognizerService 20088 9 0.000448 99.99955 

ONB-W-IMPACTOcrEvalService 54432 0 0 100 

ONB-W-IMPACTTesseractV3Service 7560 11 0.001455 99.99854 

ONB-W-IMPACTTestCopyFileService 90624 0 0 100 

ONB-W-IMPACTTlwSegmentationService 6312 0 0 100 

Total 8807352 11928 0.000168 99.9998323 

 

Another promising development for scalability of the solutions developed during IMPACT was the integration of the 

Abbyy Recognition Server provided through the cluster of the University of Goettingen by means of the IMPACT 

Interoperability Framework. Since version 3.0, the Abbyy Recognition Server has the new developments from 

IMPACT already included. Accordingly, in order to cope with the mass digitisation claims of the project and to offer a 

scalable solution to the future customers of the upcoming IMPACT Centre of Competence, it was decided to 

investigate if and how the Abbyy Recognition Server could be integrated within the IMPACT technical framework, 

thereby guaranteeing that the solutions developed can in principle also be implemented with the mass digitisation 

products offered and used in daily production within digital libraries. 

 

Although the Abbyy Recognition Server already contains a web service API, this API does not meet all the 

requirements of the IMPACT Interoperability Framework. The main incompatibilities were the following: 

- The IMPACT Interoperability Framework demands the exchange of URLs between services in order to keep the 

payload at a minimum. This was not the case in the web service API of Abbyy’s Recognition Server. 

- For evaluation and demonstration purposes, detailed data logging is necessary within the IMPACT Interoperability 

Framework, which again the Abbyy Recognition Server web service API cannot provide. 

After the compilation of a list with detailed technical requirements, UGOE developed an according web service which 

conforms to the standards and protocols set out by the IMPACT Interoperability Framework and which can be found 

here (username and password required): http://vmext21-069.gwdg.de/ocr-webservice/service?wsdl.  

 

The web service is integrated into several IMPACT workflows as well as into the mass digitisation workflows of the 

Goettingen Digitisation Centre (GDZ).  The service can be used along with the terms and conditions of the Common 

Library Network of the German States Bremen, Hamburg, Mecklenburg-Vorpommern, Niedersachsen, Sachsen-

Anhalt, Schleswig-Holstein, Thüringen and the Foundation of Prussian Cultural Heritage (GBV). 
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Highly encouraging was also the take-up of IMPACT Interoperability Framework components by external parties and 

the cooperation that this entailed: the FP7 long-term preservation project SCAPE has adopted the IMPACT 

toolwrapper and integrated it with the SCAPE platform. During several joint meetings between developers from both 

projects, it was possible to align the requirements in such a way that nearly all the toolwrapper code base can now 

be used in both projects, and forces could be joined in further development of particular features and functionalities. 

This is particularly valuable as also other IMPACT Interoperability Framework components are now being evaluated 

by SCAPE, as they also interact with the Taverna workflow platform. Because SCAPE will address scalability with 

very high priority, using the Hadoop MapReduce framework and implementing technical components accordingly, in 

turn this will also benefit the scalability of the IMPACT Interoperability Framework, for example by adding support for 

executing IMPACT workflows on a Hadoop cluster. 

 

 Also collaboration with the myGrid consortium (responsible for Taverna) was fostered in 2011, with the Taverna 

workflow Java library developed in IMPACT being re-used in the Taverna 2 Server, and the organisation of a joint 

hackathon aiming at extending the capabilities of the IMPACT Interoperability Framework and Taverna for the 

cultural heritage digitisation domain. Also, since all the IMPACT Interoperability Framework components had to be 

migrated to the Tavern 2 platform, which featured many important improvements over the former 1.7 release, good 

and open lines of communication between IMPACT and Taverna staff led to amongst other things also the 

implementation of several feature requests from IMPACT in version 2 of the Taverna workflow system. 

 

The proposed architecture and workflow development concept was presented in several papers and presentations:  

- QQML2010, Chania 2010 (http://www.worldscibooks.com/compsci/8144.html),   

- HIP2011 workshop at ICDAR2011, Beijing 2011 (http://dl.acm.org/citation.cfm?doid=2037342.2037370),  

- IFLA satellite conference, Uppsala 2010 (http://www.ub.uu.se/Global/Seminarier/Programme,%20Uppsala.pdf), 

- Workshop on recent developments in OCR, Rouen 2011 (http://www.chu-rouen.fr/plair/doku.php?id=evenements),  

- Creating and Communicating Digital Content Conference, Umea 2011 

(http://www.ub.umu.se/en/conferences/creating-and-communicating-digital-content/program),  

- Deutscher Bibliothekartag/German Librarians Day, Berlin 2011 (http://www.bibliothekartag2011.de/),  

- IDHMC OCR summit, Houston 2011 (http://idhmc.tamu.edu/ocr-summit-meeting/),  

- BHL-Europe Content Provider Meeting, Brussels 2011 (http://www.bhl-europe.eu/en/events/carried-out-events), 

 as well as alongside the IMPACT demo events in Munich, Vienna, Madrid, London, Paris, The Hague and Poznan 

(all in 2011).  

 

2.2 Interfaces 

On top of the IMPACT Interoperability Framework architecture outlined above, several interfaces have been 

established for demonstration work of IMPACT tools. These have been described in more detail in an earlier 

deliverable D-OC5.5 Demonstrator Platform with deployed tools and applications. 

 

Basically, there are two main user interfaces and a machine interface (API). The user interfaces comprise of  

a) a platform for local execution (Local Demonstrator Platform, LDP) 

b) a web based platform (Central Demonstrator Platform, CDP) 
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Both of the user interfaces make use of the layered architecture of the IMPACT Interoperability Framework, thereby 

accessing IMPACT tool representations through web services and workflows. For each of the IMPACT tools, a web 

service and basic workflow are created, comprising the web service with it’s specific in- and outputs, specifications 

on how it can be used by the Taverna workflow engine, plus some documentation. Based upon these workflow 

fragments, users can easily experiment with designing comprehensive workflows for demonstrating certain 

combinations of tools on various types of source material, simply by dragging and dropping the modules in the 

graphical interface. Working with the workflow fragments also relieves the users from dealing with any specific 

technical issues and constraints in implementing individual tools or establishing data exchange between web 

services. It provides an additional abstraction layer that makes it much simpler to understand and apply combinations 

of tools and applications.  

 

2.2.1 Local Demonstrator Platform 

When it comes to direct user interaction with IMPACT tools, it is that the Taverna Engine is utilised as a powerful 

mean to compose and execute a chain of processes – a scientific workflow – in the IMPACT domain. Through the 

graphical user interface of Taverna users can quickly create and execute workflows thereby establishing a practical 

way to perform experimental workflow development. This is often referred to as “in-silico experimentation”. A number 

of screen casts have been produced which explain in detail the main functionalities of Taverna and how it is used in 

IMPACT: http://fue.onb.ac.at/impact/tg/vid/index.html. 

 

 
Figure 8: Design perspective for manipulating IMPACT workflows using Taverna Workbench 

 

The graphical interface of Taverna consists of three windows (service panel, workflow explorer, workflow diagram). 

The service panel, in the top left corner of the Workbench, contains the available services that can be used in 

workflows. The workflow explorer, in the bottom left corner of the Workbench, contains the hierarchical tree view of 
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the current workflow. The workflow diagram to the right contains the workflow diagram image.  It can be used to 

modify the workflow and exposes several options for configuring the layout and display of the diagram: top to bottom 

orientation, left to right orientation, zooming in and out, showing all service ports or service as a black box, etc.  

The perspectives (Design, Results, myExperiment) can be switched by clicking on the corresponding buttons 

underneath the main menu. 

  

The main focus lies on the design perspective of the Taverna Workbench which provides users with an easy 

graphical way to build comprehensive workflows from individual tools. By mere dragging and dropping it is possible 

to conduct simple to complex experiments with various combinations of tools, and to evaluate the results against 

others, using the IMPACT evaluation toolkit. The results perspective shows the progress of a workflow run and the 

results obtained. Individual steps in the process and intermediate results produced can be directly analysed by 

clicking at each of the process steps. The myExperiment perspective allows registered users to access and retrieve 

workflow modules which have been registered at myExperiment and shared directly from within the user interface.  

 

 
Figure 9: Results perspective of IMPACT workflow using Taverna Workbench 

 

2.2.2 Central Demonstrator Platform 

IMPACT web services and workflows can also be executed directly on the project website without the need to prior 

install any piece of software on a local computer. In order to provide such functionality, the Taverna Server and a 

client application have been implemented, enabling seamless integration with the project website CMS. Thereby one 

central access point for experiencing IMPACT tools and services has been created which will be particularly useful in 

showcasing functionalities of IMPACT tools to interested parties who are external to the project. The tools and 

applications which have been integrated through the website are available through the Central Demonstrator 

Platform, accessible at http://www.impact-project.eu/taa/dp.  
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The Central Demonstrator Platform currently provides access to IMPACT tools and resources by a number of ways: 

 

2.2.2.1 Workflow client 

A platform to retrieve and execute applicable digitisation workflows from myExperiment for demonstration purposes: 

http://www.impact-project.eu/taa/dp/workflowclient/. 

For this functionality, the Taverna server version has been deployed as a web application on the project website. In 

addition, a client has been developed that allows for the execution of Taverna workflows through a browser. Users 

can upload a workflow description file (T2FLOW) and a dynamic HTML form will be generated accordingly. In 

addition to uploading a workflow from a local disk, the user can also login to the myExperiment environment and after 

that, a workflow belonging to the user or to one of the user's groups can be uploaded. After entering the input values, 

the user can then execute the workflow remotely. In the background, the application uses the REST interface of the 

Taverna Server to send the workflow and the input values to the server, and to read the resulting output values. 

Finally, the output values are presented on the website either as strings or as links to files. 

 

The current implementation of the workflow client is based on Taverna Server version 0.2.1 (feature equivalent to 

Workbench version 2.1), which does not yet fully support the passing of credentials to the server. The upcoming 

release Taverna Server 2.3 will feature a complete re-implementation of security contexts, and support the security 

requirements from IMPACT. However, the new Taverna Server is based on a different architectural design which has 

some implications on scalability and multi-user performance. A comparison was done between both (beta) releases, 

including a number of functional tests as well as performance testing (the time between the starting of the application 

and the output of the results is measured using some representational workflows and then compared to the local 

command line version), load testing (simulates concurrent users who send requests to the servers at the same time 

with the CPU and the memory usage on the underlying system in relation to the passed time being monitored and 

recorded) and stress testing (a high number of users and complex workflows are run in order to determine the limits 

of the application, only the data of the test with the highest possible users, no errors, and acceptable performance is 

recorded). 

 
The functional tests have shown that nearly all current IMPACT workflows can be executed by both version of 

Taverna Server. The errors that have occurred could be traced back to faulty data transportation rather than to errors 

in the servers themselves. While Taverna Server 0.2.1 and Taverna Workbench 2.1 have approximately the same 

performance, the newer version of Taverna Server 2.3 seems to be rather slow in comparison. To execute a complex 

workflow, the new Taverna Server needs ca. 20% to 30% more time. The difference is likely to get smaller for even 

more complex workflows. It is likely that this significant loss in speed can be explained by the fact that the new 

Taverna Server is simply a wrapper for the command line version – accordingly, there is a cost to be paid for starting 

up a separate JVM for every instance of Taverna Server, while the Taverna Server 0.2.1 is using a shared JVM. 

 

Next we present the results from the stress testing, using the workflow Complex USAL URL to list of URLs and 

Abbyy OCR (version 6) id 1350: 
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The workflow client is available as free open source under the Apache License 2.0 from: 

https://github.com/impactcentre/interoperability-framework/tree/master/interfaces/taverna/T2-Client.  

Additional documentation can be found in the README file that is included, and in the public wiki of the project. 

 

2.2.2.2 Web Service client 

A platform to execute IMPACT and external tools which are available as web services described by a WSDL: 

http://www.impact-project.eu/taa/dp/webserviceclient/. 

A generic SOAP client has been developed for this purpose. It analyses the WSDL file of the web service and 

presents the operations and the respective input fields to the user. Depending on the type of an input, the user is 

presented either a simple text input field, or a file upload field. The inserted values are sent to the web service and 

the resulting SOAP message is then displayed. If there are any attached files (for example a converted image) in the 

returned message, those files can be downloaded via generated links. 

 

This component provides a simple way of accessing the individual web services by parsing a web service description 

file (WSDL) provided by the service registry and then generating a dynamic HTML form with the necessary 

parameters for executing the web service accordingly. 

 

The client is available as free open source under the Apache License 2.0 from: 

https://github.com/impactcentre/interoperability-framework/tree/master/interfaces/web/wsdl-client.  

 Additional documentation can be found in the README file that is included, and in the public wiki of the project. 

 

2.2.2.3 Metrics toolkit 

The Metrics Toolkit, a web application for statistical evaluation of the outputs of different workflows based on OCR 

results and ground truth: http://www.impact-project.eu/taa/mt/. 

The implementation of the Metrics Toolkit is based upon three basic modules of the IMPACT Interoperability 

Framework: 

 

i) The Workflow Parser Module (WPM), which analyses and runs the workflow provided by the user. This module is 

also responsible for the identification of the input and output ports of the workflow and interacts with the Central 

Demonstrator Platform deployed on a servlet container. 

 

ii) The Evaluation Module (EM) is in fact a workflow step comparing the OCR result (or similar) against the ground 

truth and generates statistics based on character and word level accuracy. This last step is actually performed by the 

text comparison tool (cf. D-OC3.3 Evaluation Tools) provided by National Centre for Scientific Research 

"Demokritos", and which has been integrated as a web service. 

 

iii) The Presentation Module (PM) is an interactive web GUI based on Java Server Pages, which uses the information 

from the WPM about the input ports in order to create a workflow specific interactive form and the statistics from the 

EM to present the results as a part of the prototype GUI (cf. D-CB3.2 Prototype GUI and site architecture). This Java 

based module is also deployed on a servlet container which can be accessed through the project website. 
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2.2.2.4 Concert 

The web client of the CONCERT (COoperative eNgine for Correction of ExtRacted Text) application from work 

package EE1: http://www.impact-project.eu/taa/dp/concert/. 

 

 
Figure 10: Demonstrator Platform integrated with the project website 

 

2.2.3 Machine interface 

A machine interface (API) is described by the WSDL document which defines the available operations for each web 

service. The WSDL includes an XML schema document that strictly defines the data types that can appear in the 

SOAP requests and responses. Due to this, it is also possible to automatically access the functionality exposed by 

the web services by means of any client utilising the SOAP protocol. As the SOAP requests and responses follow 

defined standards, almost any programming language with the appropriate library support can be used. Languages 

currently known to have this support include C++, C#, Java, Perl, Python and Ruby, just to name a few. Because 

data is returned in a standardised machine-parseable format, it can be directly integrated into a third-party web site 

or application. With the version 0.3 of the toolwrapper, it is now also possible to access the web services 

programmatically in a RESTless way. 
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2.2.4 Security 

Determining a suitable, yet practical setup for the security contexts in the IMPACT Interoperability Framework prove 

to be a particularly challenging task. Firstly, the distributed cluster required that the security configuration had to be 

flexible enough to adapt to the regulations and policies of several different IT departments in various institutions 

across Europe. Secondly, because of the layered architecture of the IMPACT Interoperability Framework, a way had 

to be found to provide basic security on all layers, while at the same time keeping the overhead manageable and 

hiding the inherent complexity from the end user. Accordingly, a pragmatic solution was made to implement security 

on the transport layer, rather than within the IMPACT Interoperability Framework itself. All application servers which 

have the IMPACT tools and web services deployed are not available to the public internet, but have been configured 

via IP filtering to only allow connections to the IP addresses of the two main load distribution endpoints running the 

Apache Synapse ESB (at ONB and at KB). Also, the application servers have been shielded with an Apache 

ReverseProxy configuration. The Apache web servers have been issued an X.509 certificate and configured to allow 

connections only via HTTPS protocol (HTTP over SSL13). This required that the strong Java Cryptography Extension 

(JCE) is installed on each server in the cluster. Finally, user authentication is required on public entry points, such as 

the workflow registry myExperiment, and the project website. 

 

The security setup described turned out to provide a reasonable amount of security with a feasible effort in 

configuration. While the actual service endpoints were secured to only accept requests coming from either of the two 

central ESB’s,  due to the Taverna Server version 0.2.1 not supporting basic authentication, this meant however that 

the workflow client that is based on this component could not support this. A separate login via the project website 

was obligatory in order to access this functionality. At the time of the writing of this report, a new version of Taverna 

Server has just been released that can handle security contexts and credentials. A work plan has been made with 

the technical staff of the IMPACT Centre of Competence for the migration of the workflow client to this newer and 

more secure version of the Taverna Server, including implementation of security also on the message and not only 

the transport layer, and conforming to the specification of WS-Security14. The migration is planned for second half of 

2012, and the responsible developers at the Taverna team have indicated their support in the migration.  

 

2.3 Repositories 

A huge and very diverse amount of data is produced in the IMPACT project that needs to be stored, accessed and 

managed in a coherent and transparent way. Several repositories have been set up to provide functionalities such as 

to persistently store and retrieve datasets (images plus ground truth files and metadata), source and object code as 

well as results of demonstrator activities. Each of the repositories serves a particular purpose and therefore 

implements a range of features tailored to the particular requirements. 

 

2.3.1 Image and ground truth repository 

An image and ground truth repository has been set up to manage the datasets collected from libraries. The datasets 

consist of high quality images selected by the content holding partners as being representative for their collections, a 

                                                                 
13 http://nginx.org/en/docs/http/configuring_https_servers.html 

14 http://www.ibm.com/developerworks/java/library/j-jws4/index.html 
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http://en.wikipedia.org/wiki/Https
http://docs.oracle.com/javase/6/docs/technotes/guides/security/crypto/CryptoSpec.html
http://www.digitisation.eu/
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number of ground truth files for a subset of the images which will be used in development and evaluation and a set of 

metadata to describe and search objects in the repository. It is used both by libraries to explore the images provided 

by other libraries and to contribute content accordingly (ensuring that their holdings are adequately represented) and 

by technical partners to identify material required as a baseline for particular development tasks. At the end of the 

project, the dataset will be made available to the community through the IMPACT Centre of Competence. The core 

software components of the image and ground truth repository are a high performance file server for the images, an 

SQL database for hosting the metadata and a web-based portal for accessing and managing the collection items. 

The image and ground truth repository is hosted by the University of Salford. A username and password are required 

for accessing the repository. It can be accessed from here: http://www.prima.cse.salford.ac.uk/impact-dataset/. 

At the end of 2011, the total number of images in the repository was 667,437, and for 52,879 pages a ground truth 

representation in PAGE format was available, bringing the total size of the repository to roughly 4 TB of source data.   

 

2.3.2 Software versioning repository 

All software components and tools in IMPACT are made available through a central software repository which is 

hosted by the University of Goettingen, thereby facilitating joint software development between technical partners. 

Subversion is used as the version control system and a subversion client is required in order to download, modify, or 

upload software from the repository. A username and password are required for accessing the repository. It can be 

accessed from here: https://develop.sub.uni-goettingen.de/repos/impact/. At the end of 2011, 1711 revisions have 

been committed to the SVN.   

 

2.3.3 Demonstrator results repository 

Resulting data (images and text files) obtained through the execution of IMPACT web services and workflows by 

demonstrators need to be cumulatively stored on the servers running the IMPACT Interoperability Framework. As 

demonstrators want to conveniently access this data for evaluation and reporting purposes, a dedicated 

demonstrator results repository had to be developed and implemented to provide the required functionalities, such as 

querying, sorting or aggregating the data. The user requirements have been discussed jointly with demonstrators and 

the basic requirements as well as an implementation plan have been developed in a CB5/OC5 work packages 

meeting in Vienna in June 2010. Accordingly, the results repository provides the means to store end results of 

demonstrator runs in a permanent and structured way, to query the processed material by metadata or workflow ID 

and to collect provenance information and the final outputs of a workflow. The statistical outputs can be accessed as 

XML or XLS, thereby providing the functionality to manipulate and present results in numerous ways.  

 

The demonstrator results repository was implemented based on the WebDAV protocol, which means that next to 

versioning and user control, the remote repository can also be mounted as a regular network drive on a local 

computer for quick and easy file access. Since WebDAV is based on standard HTTP, it is also fully interoperable with 

every device that does understand the HTTP protocol.  

 

An according custom service was developed by the University of Goettingen. The service was specifically designed 

for saving result files and logs of Taverna workflows created in IMPACT. It accepts URLs to files and processing logs 

generated by IMPACT tools. Both have to be formatted in a special way (containing information like for example tool 
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name). The service creates folders on the WebDAV server in a specific structure and saves the files referenced by 

the URLs. Furthermore, a report file (Excel) is created through POI, which contains statistical information about the 

workflow, the used tools, and the results. The repository was deployed at the KB and is available at the following 

URL (registration required): http://kbdemo.dnsalias.org/impact/rep/.  

 

2.3.4 Public source code repository 

During late summer 2011, the decision was taken to provide free access to a number of open source outcomes of 

IMPACT via a public software repository. Github was chosen as the ideal solution as it incorporates source code 

management with social networking features. A wiki has been created on github with basic documentation. 

The source code repository is available at: https://github.com/impactcentre. 

The commit history for the time from August 2011 to May 2012 shows that there was frequent participation in the 

development of the source code. 

 

 
 

 
Figure 11: Commit history and punch card for the IMPACT Interoperability Framework  

  

2.4 Guidelines 

Extensive guidelines have been produced by work package OC5 and all technical partners have been encouraged to 

provide web services for their tools according to these guidelines. OC5 staff also supported technical partners in 

providing a generic web service wrapper solution based on the IMPACT Interoperability Framework architecture 

components.  
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2.4.1 Guidelines for creating web services  

Elaborate guidelines for software developers have been created in October 2009, providing instructions how to 

provide a tool as a web service using the Generic Web Service Wrapper using a skeleton project generator which 

has been created by work package OC5 and is available at http://fue.onb.ac.at/IMPACTServiceSkeletonGenerator. 

The resulting generic web service wrapper is a Java-based program which uses the command line interface (CLI) of 

a native software component available for Windows or Linux. This wrapper is then provided as a web service with the 

interfaces required by the corresponding tool. 

 

The Guidelines cover in great detail all aspects from setting up the environment required to build the web service 

projects to the usage of the Generic Web Service Wrapper as well as how to perform testing and customisation of 

the web service and its components. In the course of 2012, the Guidelines for creating web services will be mostly 

moved to the public wiki of the IMPACT Interoperability Framework: https://github.com/impactcentre/interoperability-

framework/wiki/Documentation.  

 

2.4.2 Deployment guidelines 

Also deployment guidelines have been created in January 2010, instructing demonstrators how to deploy the 

IMPACT Interoperability Framework and IMPACT tools and applications in a productive environment. The guidelines 

describe step by step how to create the framework on a local server, how to install the tools and web services, how 

to do some initial testing and how to secure the web services by HTTP over SSL (HTTPS) and basic authentication. 

The guidelines also include an additional section outlining an example of how the web services can be provided in a 

production environment. In the course of 2012, the deployment guidelines will be mostly moved to the public wiki of 

the IMPACT Interoperability Framework: https://github.com/impactcentre/interoperability-framework/wiki/Installation. 

 

2.4.3 Workflow Guide 

In a joint effort with work package CB5, a Workflow Guide was produced which contains highly detailed instructions 

on how to obtain, install, configure and use the Taverna Workbench and myExperiment environment in the context of 

IMPACT demonstrator activities. It is planned to also move the publicly relevant parts of the Workflow Guide to the 

public wiki of the IMPACT Interoperability Framework. However, most of this documentation is already publicly 

available in general form from the wiki of the myGrid project: 

http://dev.mygrid.org.uk/wiki/display/taverna/User+Manual.  

 

2.5 Formats 

The IMPACT Interoperability Framework encourages the use of two standard formats for representing textual content 

encoded in XML, that is ALTO and PAGE XML, both of which are explained in a little more detail below. Other 

encoding formats such as Abbyy FineReader XML, Omnipage-XML, TEI, hOCR or plain text are to some extent 

supported through the integration of according XSLT style sheets for necessary format conversion tasks within 

workflows. The target namespace for the IMPACT schema collection is: http://www.impact-

project.eu/schemacollection. 
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2.5.1 ALTO 

The ALTO (Analysed Layout and Text Object) standard is an XML schema that details technical metadata for 

describing the layout and content of physical text resources, such as pages of a book or a newspaper. It most 

commonly serves as an extension schema used within the Metadata Encoding and Transmission Schema (METS) 

administrative metadata section. Since August 2009 ALTO is officially maintained by the Library of Congress:  

http://www.loc.gov/standards/alto/alto-v2.0.xsd. 

  

ALTO was selected as the main output format for the results produced by the majority of tools and supported OCR 

engines in IMPACT. The main reason for this choice was that ALTO is very widely used among digital libraries and 

that IMPACT wants to meet the needs of this community. Nevertheless it turned out that ALTO in its current version 

does not satisfy all the requirements set out by the technical partners of the IMPACT project, i.e. some of the 

IMPACT tools provide more information than can currently be encoded within the ALTO format. Therefore an ALTO 

working group was formed in the project to provide some suggestions on how the ALTO format could be extended 

and improved in the light of recent developments in OCR encoding. The working group consisted of participants from 

technical partners as well as libraries making use of the ALTO standard and has accordingly come up with 10 

suggestions for changes and additions to the standard, most of them also explained with an XML code snippet.  

 

The consolidated changes proposed by the IMPACT ALTO working group include: 

- history tracking: storing the process history is a valid use case and should be implemented in ALTO;  

- explicit TextStyle encoding: explicit representation of bold, italic and other style information within the 

TextStyle element; 

- polygonal representation on all segmentation levels: for many post-processing solutions, it is crucial to 

have this feature also for text lines, words, glyphs, and print space; 

- parameterization of image transformation: in order to avoid to write the coordinates of blocks, lines, 

strings and characters for the original as well as the rendered image, the image transformation should 

be stored in the ALTO file; 

- block type expansion: from experience with extensive datasets and through discussions with Europe’s 

major libraries regarding their requirements, several new block types were identified which would 

require implementation in ALTO; 

- segmentation hierarchy extension: hierarchy of segmentation within ALTO is not detailed enough. 

Compared to state of the art commercial products a paragraph and character level is missing; 

- logical labelling of structural elements: from our point of view it makes sense to include some more 

structural elements in ALTO, like e.g. page number, header or margin notes; 

- reading order: reading order in ALTO is very limited by only allowing simple sequences via the 

IDNEXT attribute, it is suggested to adopt the concept of potentially nested groups of ordered or 

unordered elements from PAGE; 

- language marking extension: the language attribute should also be available on line and word/string 

level; 

- special glyph encoding: an indicator for the used encoding of special characters from standard 

Unicode and characters from Unicode private use areas. 
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After some initial discussion with the ALTO editorial board, IMPACT has delivered a revised document detailing 

these suggestions to the ALTO technical subcommittee in May 2010 and as an updated version in May 2011, where 

they are currently being prepared for integration within a next release of the ALTO specification. 

 

2.5.2 PAGE 

The PAGE (Page Analysis and Ground-truth Elements) standard is an XML schema image representation 

framework15 that records information on image characteristics (image borders, geometric distortions and 

corresponding corrections, binarisation etc.) in addition to layout structure and page content. The suitability of the 

framework to the evaluation of entire workflows as well as individual stages has been extensively validated by using 

it in high-profile applications such as in public contemporary and historical ground-truthed datasets and in the ICDAR 

Page Segmentation competition series. PAGE is developed and maintained by the Pattern Recognition and Image 

Analysis (PRImA) Research Group at University of Salford. A version of the schema can be found here: 

http://schema.primaresearch.org/PAGE/gts/pagecontent/2010-03-19/pagecontent.xsd. 

 

The PAGE format has been chosen as the most appropriate format for encoding of ground truth after a very careful 

evaluation of the available options. It became clear that no other existing encoding format for OCR output is rich 

enough to provide the necessary structure and granularity to record all the information that needs to be contained in 

the ground truth files and leveraged by the evaluation tools to cover the variety of challenges and issues the IMPACT 

tools will tackle. Due to the complexity of such sophisticated ground truth, a highly efficient tool for creating large 

amounts of ground truth in PAGE format was needed. In the Aletheia tool, this has been produced and will become 

available as an additional project outcome.   

 

2.6 Issue Tracking 

For the purpose of tracking technical issues, an issue tracker was implemented on the project extranet. Altogether, 

73 issues have been logged for the IMPACT Interoperability Framework. Out of these, 64 have been successfully 

resolved in the course of the project, while 4 issues were rejected as being beyond scope and another 4 issues were 

still “under development” at the end of 2011, as also 1 remaining open issue. While neither of these is crucial to the 

success of the project or the activities of the IMPACT Centre of Competence, it is foreseen to further track and 

resolve them as part of the sustainable activities of the Centre. The issue tracker can be found here: 

https://www.surfgroepen.nl/sites/impactproject/oc/5/Lists/OC5%20bug%20tracking/AllItems.aspx  

 

In addition to the (project internal) issue tracker, all requests from within the IMPACT consortium, but also from 

external parties interested were recorded via the IMPACT helpdesk. All of the overall 29 OC5-related tickets that 

have been received via the project helpdesk have been resolved, typically within a few days time. 

 

 

                                                                 
15 http://www.cse.salford.ac.uk/prima/papers/ICPR2010_Pletschacher_PAGE.pdf  
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2.7 Testing 

Regarding the testing of IMPACT tools and services, a multi-layered approach has been taken. Initial unit and 

functionality tests (technical testing) are carried out at the level of tool developers, with any bugs and errors spotted 

being recorded in a central log. Unit tests are then again performed for every individual tool using the command line 

test client before registering the web service with the service registry. Once basic functionality has been verified, non-

functional testing is carried out (integration testing), determining whether there are any issues with regard to 

interoperability, security or scalability of the module. Additional input/output tests are executed by creating sample 

client requests and analyzing the results. Binary data transfer is tested for images up to 350 MB file size. Finally, the 

tool/web service is executed against a defined test bed and usability is assessed by the demonstrators in the libraries 

(user testing) before final sign off to release.  

  

A preliminary bug tracking log has been set up in 2009 and maintained on the project sharepoint. While it has been in 

existence, eight issues have been filed, all of which have been satisfactorily resolved within short time. The 

permanent bug-tracking system has recently become available through the project helpdesk system (OTRS) in 2010. 

Therefore, all bug and error logging will now happen through the helpdesk only, which will be of great value in 

identifying key areas and channelling requests accordingly. Since the helpdesk went online, an additional eight 

tickets have been registered and resolved. 

 

For the software components powering the IMPACT Interoperability Framework, functional testing and monitoring of 

the web services is done using the soapUI tool. SoapUI provides a range of features for service simulation, functional 

testing and load testing. For example, detailed tests cases can be easily produced within the application and saved 

as an XML document. This XML document can then simply be uploaded to the monitoring service and will become 

available as a test scenario that can be immediately executed or integrated in more complex test scenarios. This 

greatly supports flexibility in the testing and allows for a continuous tracking of performance of individual services or 

more comprehensive test cases. A number of such test cases have been produced and are executed on a regular 

basis by a job scheduler. The results obtained by these runs and the according information about the availability and 

performance of individual web service endpoints are then recorded in an SQL database. An automated comparison 

of results from these periodic runs also provides a way for validation of the platform as a whole when changing or 

updating individual components. 

 

 
Figure 12: Web service monitor 
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2.8 Challenges 

While the concept of a service-oriented architecture yields several advantages in establishing interoperability 

between different software modules, it does also give rise to a number of challenges. The architecture contains 

several abstraction levels such as the wrapping of command-line tools into web services, the wrapping of web 

services into basic workflows etc. which introduces complexity in managing dependencies between those layers. 

 

 
                  Figure 13: Complete overview of IMPACT technical framework interaction 

 

Changes in the lower abstraction levels can have a high impact on the overall availability of the architecture. If not 

managed carefully, these changes can cause a partial or a whole malfunction. For example a new version of a tool 

might use different names for the input/output ports than the earlier version which would cause the related basic 

workflow fail to function. Or a service endpoint might move to another server which would have the same effect on 

the workflows that are built upon this service. The usage of basic workflows also limits the impact of changes to the 

service interfaces. However at some point there is a need to change the interface of the basic workflows and manage 

versioning without effecting service consumers. IMPACT has therefore decided to implement new releases of tools 

also as new web services and basic workflows. This ensures that:  

a) a version of the web service and workflow is always kept available that is known to be working and  

b) it is relatively straightforward to create fresh mashups from new workflows, whereas it is a complex exercise to 

adapt all references to a certain tool or nested workflow within already existing mashups. 
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Another challenge for the architecture lies in its desired aptitude for large scale document processing. Usually 

masses of images are used in digitisation workflows (mass digitisation) which are rather big in size (up to hundreds 

of megabytes for a high quality uncompressed image file). Running workflows dealing with thousands of such images 

might cause an overhead in time, memory and/or bandwidth, which affect the overall performance. As all of the 

IMPACT components operate somehow on data streams by either modifying them or extracting information, the web 

service must therefore support binary data exchange between web services which is supported by the generic web 

service wrapper in two ways: Data can be passed "by reference" where the SOAP message contains a URL 

reference to a file, or it can be passed "by value" where the binary data is attached to the SOAP message using the 

MTOM standard for binary data transfer, the first being the default method used in IMPACT. In order to keep the data 

transmission time as short as possible, the architecture encourages the usage of URL references instead of binary 

attachments in SOAP messages. An additional effort was taken in order to scale up to the large amounts of data that 

can be expected in a mass digitisation environment - an Enterprise Service Bus is used to provide load balancing by 

distributing the workload across various proxies of the same services, which are deployed on different locations. 

Failover functionality is provided by monitoring the web services and skipping the endpoints that are not available for 

some reason. Whereas these features are highly desirable and significantly increase throughput performance in the 

IMPACT Interoperability Framework, this also required that the distributed web service endpoints are managed in a 

way that allows pinning down technical problems to a specific processing unit at one of the various locations. 

  

As required by libraries IT departments, a sufficient level of security had to be provided in the framework. For this 

reason, web service messages are transferred via HTTP over SSL (HTTPS) only and basic authentication was 

introduced for all web services - which is the advocated WS-I method to provide web service security as stated in the 

WS-I Basic Profile 1.1. However, this also gave rise to a number of issues, such as Taverna not being able to access 

the load-balanced endpoints once they were behind encrypted proxy services. This was resolved by issuing SSL 

certificates for each individual server exposing web service endpoints to the framework and making these certificates 

available to Taverna. 

 

Also, after a careful evaluation of available web service monitoring solutions, it became apparent that there are no 

satisfactory open source solutions for service discovery and monitoring providing the exact functionality required in 

this case. IMPACT therefore had to develop a module for establishing these functionalities which is based on soapUI 

and a job scheduler and has been described in 2.6. Specific attention was given to creating that module in a flexible 

way so that it can be improved, shared and maintained with little effort even after the projects lifetime. 

 

Additional challenges were introduced due to new requirements arising from the entry of 11 new partners into the 

consortium in early 2010. These included support for UTF-8 encoding throughout the whole processing chain, basic 

support for Representational State Transfer (REST) and a number of smaller changes to improve overall usability. 

Finally, in order to provide users with a uniform experience in accessing the numerous IMPACT tools and resources, 

there was a need to consolidate the individual user management systems and enable a coherent single sign-up 

policy by utilising a central LDAP server located at the premises of the University of Goettingen. Not only does the 
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LDAP server need to be able to communicate with all the distributed services and protocols, it also needs to take 

care of the users privileges with regard to each individual resource. 

 

Another drawback is the complexity that the many different layers in the architecture constitute. An error in the actual 

application needs to be transparently passed through the interoperability layer (web service) before it is shown to the 

user in the application layer (workflow), a tasks that prove to be challenging. On the other hand, these complexities 

can be addressed through the use of verbose logging and loose coupling, and keeping the level of interdependencies 

as low as possible. However, if managed carefully, the challenges cannot outweigh the opportunities arising from the 

open and flexible model for developing workflows, especially in terms of experimenting with new services and 

evaluating different combinations of workflow modules. 

 

Another very important and comprehensive tasks was to establish workflows constituted of mashups from the 

available IMPACT tools and evaluate them using ground truth data from the IMPACT dataset. This prove to be highly 

difficult mainly due to the following reasons: all of the applications were still developed further during 2011, and 

frequent releases and/or bug fixes meant that often the basic service that was used by the demonstrators had to be 

replaced and the interfaces updated to reflect these changes. This is where the flexibility obtained by the generic 

toolwrapper showed benefits and drawbacks: while it was rather beneficial for an easy integration of IMPACT tools 

that the toolwrapper can support the particularities of basically any command line call, the negative effect of this was 

that there was strong variation in how the command line was built for the various tools to execute successfully. 

Accordingly, there were constraints in which data could be ingested into a comprehensive workflow – it was limited 

by the application in the whole tool chain that had the most restrictive requirements. Also, there is significant variation 

in the data that has been collected to form the IMPACT Image Collection, so that the overlap of requirements from 

the tool chain and the source material was often quite small, and no extensive evaluation could be done with the 

exact same configuration and material for larger quantities. In addition, the ground truth required for evaluation was 

mostly still being produced while the evaluation components were already implemented, and the particularities of the 

historical material that became apparent only during the production of ground truth on a large scale often led to 

change requests with regard to the functionalities of the evaluation tools. In fact, a completely new evaluation tool 

had to be developed in order to deal with the problem of evaluating text accuracy of two documents which do not 

have the same ordering of text regions. A solution was found and implemented by INL with support of work package 

OC5, but became available only in October 2011. Also, the delay in the ground truth production entailed additional 

delays in the release of lexicon material, so that the historical dictionaries and the interface for using them in Abbyy 

FineReader could only be tested at a rather late time in the project, leaving little or no opportunity to fix bugs or 

improve performance. Nevertheless, with a clear frame and carefully selected material and process chain, it was 

possible to conduct experiments with all IMPACT tools, and with any size of data (as long as the data shared similar 

characteristics). In particular the workflow modules prove to be of good use here, as these allowed transparently 

experimenting with different combinations of ready-to-use tools and data, and quickly rearrange things or exchanging 

components that did not deliver the expected results. 

 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 



 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 48/101 

 
3. Integration of tools and applications 
Most IMPACT tools and applications can be run on their own (as a stand-alone application) and also be integrated 

into a larger system (for example an OCR engine or workflow). Apart from applications that are shipped only as a 

stand-alone application, there are basically three levels of integration that apply to tools and services produced in the 

course of the IMPACT project.  

 

The most basic level of integration makes a component available to the Enhancement and Segmentation Platform of 

NCSR “Demokritos”, thereby enabling testing and evaluation of the core algorithm. This is usually one of the first 

integration steps to accomplish as it allows for a first check whether a relevant improvement can be expected by a 

new method over competing state-of-the-art methods.  

 

The subsequent level of integration is constituted by making either the entire tool or some of its functionalities 

available to an OCR engine (in this case either Abbyy FineReader Engine or the Adaptive OCR Engine of IBM). This 

applies particularly for those tools that make most sense when integrated with an OCR engine, e.g. the segmentation 

tools or the error profiler.  

 

The third and most comprehensive level of integration is typically achieved by creating a web service and basic 

workflow per tool corresponding to the architecture laid out by the IMPACT Interoperability Framework. This entails 

that a component can be used in a combination of several tools in a workflow chain, thereby achieving loose 

integration with all other tools and content exposed through the IMPACT Interoperability Framework. This level of 

integration is the main target for most of the technical deliverables as it entails interaction with almost any other 

IMPACT tool or even third party applications in an either direct or indirect way. 

 

It needs to be stressed that besides the general aim for an overall integration of all technical developments in the 

project, the challenge of integrating tools and applications beyond what has been set out in the original work plan has 

only been taken when the overall benefits that are to be expected from these tools are high enough to actually justify 

the efforts needed for integration. However, in many cases the scope of integration envisaged in the original 

Description of Work has already been extended greatly due to the advantages that this brings. Examples are the 

integration of the OCR and segmentation evaluation tools with the IMPACT Interoperability Framework and that of 

the segmentation tools with the Adaptive OCR. 

 

The following section will now explain in more detail the status of integration for all software deliverables in the 

project and the according technical background. 

 
3.1 TR1 – Image Enhancement 

The goal of this work package was to develop a set of software tools to enhance the quality of the scanned document 

(input image) in order to maximise the results of subsequent processing steps like segmentation and OCR. 

This work package produced the following technical deliverables: 

D-TR1.1(i): Initial binarisation/colour reduction toolkits (M22) (20 pm) 
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D-TR1.2(i): Initial noise and artefacts removal toolkits (M22) (20 pm) 

D-TR1.3(i): Initial geometrical defect correction toolkits (M22) (20 pm) 

D-TR1: Image enhancement toolkit (M38) (34 pm) 

 

3.1.1 Binarisation and colour reduction toolkit 

The binarisation and colour reduction toolkit has been delivered as an integrated component of Abbyy FineReader 

Engine 10 for Windows. Abbyy FineReader Engine has an extensive API which generally allows easy integration with 

other tools. This means that by calling the binarisation method from the SDK, the derived bitonal image can also be 

made available to other OCR engines or toolkits for further processing or evaluation of the binarisation results. 

 

Pre-IMPACT FineReader Engine 9 New toolkit / FineReader Engine 10 

 

 

 
Less noise on image 

 

 

 

 
Less noise on image 
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No more top shadow 

 

 

 

 

 
No more bleed-through 

 

           Figure 14: Before/after images from the new binarisation of Abbyy FineReader 

 

A completely new binarisation algorithm was developed. The previous version worked by collecting various statistics 

from different parts of an image. Using those statistics, the original was converted to a bitonal image. The new 

version works with clusters of objects in the image. It tries to classify these objects and depending on their type 

utilises different techniques in their proximity. Here are some (not all) steps that the new version performs: 

 The original image is smoothed internally. This allows ignoring fine noise like paper texture and 
unevenness of background colour. 

 Edges of the objects in the image are extracted using gradient information. With this technique it became 
possible to better binarise images with different brightness in different parts. 

 Text-detection heuristics: Binarisation works differently on image parts which are assumed to represent 
text. 

The binarisation algorithm comprises two stages. The first one is performed for better segmentation and image 

quality in general while the second one is executed during the recognition phase affecting the quality of the 

recognised text. It is only possible to visualise results of the first part since the second one is tightly integrated with 

the recognizer. The impact of the second stage can be evaluated indirectly by assessing the overall text recognition 

accuracy. Detailed evaluation results can be found in deliverable D-TR1.4 Evaluation Report. 

For the integration of the new binarisation method, a simple implementation has been done in C++. In order to 

compile the sources, a version of Visual Studio for C++ is required. The resulting executable has then in turn be 

wrapped as web service using the toolwrapper. Also, the Abyy FineReader 10 SDK library needs to be installed on 

the system and the license key entered during compilation. 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 
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Figure 15: Basic workflow module for FineReader 10 Binarisation 

 

3.1.2 Noise and artefacts removal toolkit 

The aim of this toolkit is to detect page borders in order to be removed. These unnecessary image regions may be 

parts of the sides of the book, parts of an adjacent page, additional noisy from the scanning area etc. surrounding the 

regular page area in a document image. A first initial version of the border removal toolkit was delivered in June 2009 

in the form of a compiled executable. This version was integrated as a web service and basic workflow. The toolkit 

has also been integrated in the Enhancement and Segmentation Platform of NCSR “Demokritos”. 

 

Since the release of the initial version of the border removal toolkit, three updates have been delivered:  

(a) an improved algorithm released in January 2010  

(b) a version in February 2010 which included several bug fixes and  

(c) a greatly improved version in June 2010 that allows not only b/w but also greyscale images as input and delivers 

a greyscale image as output with noise from borders removed. Furthermore, the latest version of the border removal 

toolkit now also permits page cropping of two-page document images as a separate feature. 

 

In order to allow an easy integration with the IMPACT Interoperability Framework, during the development of the 

border removal toolkit the following specifications have been taken into account:  

(a) the user does not have to set any parameters (a parameter-free methodology was involved),  

(b) a great variation of document image layouts and scanning settings should be supported,  

(c) images of any type (b/w, greyscale, colour) and format (TIFF, JPEG etc.) should be supported.  
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   (a)      (b) 

   
(c) (d) 

Figure 16: Before/after images from the border removal toolkit 

 

The methodology that was developed for this purpose detects and removes noisy black borders as well as noise 

from text regions. It is based on projection profiles combined with a connected component labelling process. Signal 

cross-correlation is also used in order to verify the detected noisy text areas. First, noisy black borders (vertical and 

horizontal) are detected and removed from the image. The overall aim is to calculate the limits of text regions (XB1, 

XB2, YB1 and YB2). In order to achieve this, first smoothing is applied to the image, then the starting and ending 

offsets of borders and text regions are calculated and then the borders limits. The final clean image without the noisy 

black borders is calculated by using the connected components of the image. Detailed evaluation results can be 

found in deliverable D-TR1.4 Evaluation Report. 

 

Upon investigation of the data supplied by content holders, it became apparent that another issue occurred 

frequently in digitised documents and can be linked to the removal of noise and artefacts: the splitting of double page 

scans. Accordingly, a method was implemented in the toolkit in order to split double pages alongside the border and 

noise removal process and exposed as an additional parameter in the web service and workflow module. 
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 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

 
Figure 17: Basic workflow module for version 4 of the Border Removal Toolkit 

 

3.1.3 Geometrical defect correction toolkit 

The primary goal of this task was to provide geometrical correction for page curl defects typically occurring close to 

the spine of a book. After having collected a first initial dataset, it became obvious that apart from typical page curl 

defects, another geometrical defect could be discovered frequently in the images, namely arbitrary warping. Other 

than page curl, arbitrary warping leads to curved lines not only in the spine but across the whole page. In order to 

tackle this eminent problem, work on geometric defect correction was divided into two separate tools, one specifically 

for page curl correction and one additional tool tackling the issue of arbitrary warping. 

 

1) Geometric Defect Correction: Page Curl  

An initial version of the correction tool for page curl was delivered in January 2010 in the form of a compiled 

executable. This version was integrated as a web service and basic workflow. The toolkit has also been integrated in 

the Enhancement and Segmentation Platform of NCSR “Demokritos” for evaluation purposes.  

Since the release of the initial version of the page curl correction toolkit, two additional updates have been delivered:  

(a) a version in February 2010 which included several bug fixes and  
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(b) a major update in June 2010 that allows not only b/w but also greyscale images as input and delivers a greyscale 

image as output.  

Furthermore, the latest version of the page curl correction toolkit permits the possibility to choose between two 

options: i) using two consecutive dewarping stages (coarse and fine), ii) using only a coarse dewarping stage in the 

case of documents with dense layout. In order to allow an easy integration with the IMPACT Interoperability 

Framework, during the development of the page curl correction toolkit the following specifications have been taken 

into account:  

(a) the user does not have to set any parameters (a parameter-free methodology was involved),  

(b) images of any type (b/w, greyscale, colour) and format (TIFF, JPEG etc.) should be supported.  

 

 

(a) 
 

(b) 

 

(c) 

 

(d) 

  Figure 18: Before/after images from the Geometric Correction Toolkit 

The developed rectification methodology uses only 2D information from document images without any dependence 

on auxiliary hardware or prior knowledge. The majority of the state of the art techniques are based on text line 

detection at the original distorted document images which is a well-known hard-task. For this purpose, the developed 

methodology adopts a two step coarse-to-fine rectification strategy. In the coarse rectification step only some specific 

points are required to model the curved surface projection so therefore potential erroneous detection results do not 

seriously affect the projection. Next, in the fine rectification step, text line detection is applied at the coarse rectified 
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image, thus having improved initial conditions that can lead to successful detection results. Furthermore, in contrast 

to state of the art techniques which are based on specific patterns or camera setup parameters making them hard to 

generalize, or use complex computations, the proposed methodology is accomplished with the aid of a 

computationally low cost transformation which is not based on specific model primitives or camera setup parameters, 

so it is rendered more generic. Although the developed rectification methodology requires that the text content of the 

document image should be justified and it should not contain cursive handwritten text in order to be able to detect the 

words, it is independent of document language and it can deal with documents which contain inhomogeneous text 

line spacing as well as non-text content like pictures, graphs, etc. Detailed evaluation results can be found in 

deliverable D-TR1.4 Evaluation Report. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

 
Figure 19: Basic workflow module for version 4 of the Geometric Correction Toolkit 

 

2) Geometric Defect Correction: Arbitrary warping 

Based on a thorough investigation of the source images collected from libraries, it became apparent that many 

scanned pages show a defect that can not be compensated by the methodology of the Page Curl algorithm, i.e. the 

arbitrary warping of pages and text lines. 
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Accordingly, staff at Primaresearch investigated alternative methods suitable for such complicated cases, which in 

turn led to the development of an additional tool for straitening of text lines with arbitrary warping, with the use of 

grids, respectively sub-grids. 

 

  Sub-grid aligned to baselines 

  Corrected sub-grid 

  Figure 20: Illustration of sub-grid in Arbitrary Dewarping Tool 

 

At the time of the writing of this report, the Arbitrary Dewarping Tool is still under development. Initial results have 

been presented at ICDAR2011, as well as during the final IMPACT conference. However, the development of the 

tool is guided by the specifications for the IMPACT Interoperability Framework and the tool will be released as a 

command line executable with parameterisation so that the integration with the IMPACT Interoperability Framework 

can be considered relatively straightforward.    

 

3.2 TR2 – Segmentation 

Segmentation is a major function in an OCR system. During this step, the main document components (text / graphic 

areas, text lines, words and characters or glyphs) are automatically extracted. In the literature, the problem of 

segmenting archived historical machine-printed documents is tackled by the use of techniques which are mainly 

designed for contemporary documents. As a result, several problems inherent in historical documents such as 

general low quality, complex, dense and irregular layouts, artefacts not completely corrected during pre-processing 

(noise between characters, ink diffusion and local skew) seriously affect the segmentation and, consequently, the 

recognition accuracy of OCR. Furthermore, publication-specific rules are usually used for segmenting historical 

machine-printed documents. The above limitations are restrictive for mass full-text digitisation and necessitate the 

development of new approaches. IMPACT introduces novel hierarchical segmentation models that allow the discrete 
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problems of text block, text line, word and character segmentation to be addressed separately while at the same time 

allowing for interplay between all levels. 

 

The aim of this work in IMPACT was to go beyond state-of-the-art techniques in document image segmentation in 

order to efficiently detect and classify homogeneous regions in historical machine-printed documents and further 

process text blocks for detecting text-lines, words and, finally, characters that will feed an OCR classifier. 

 

This work package produces the following technical deliverables: 

D-TR2.1(i): Initial block segmentation and classification toolkit (M22) (19pm) 

D-TR2.2(i): Initial text-line and word segmentation toolkit (M22) (19 pm) 

D-TR2.3(i): Initial character segmentation toolkit (M22) (20pm) 

D-TR2: Segmentation and classification toolkit (M38) (58 pm) 

 

3.2.1 Block segmentation and classification toolkit 

The block segmentation toolkit has been delivered as an integrated component of Abbyy FineReader Engine 10 for 

Windows. Abbyy FineReader Engine has an extensive API which generally allows easy integration with other tools. 

This means that by calling only the block segmentation method from the SDK, the results can be made available also 

to consecutive segmentation processes (text-and-line segmentation) or OCR engines such as the Adaptive OCR 

Engine.  

 

To further on achieve loose integration with other tools, a converter has been produced which takes recognition 

results of Abbyy FineReader Engine and exports them as a PAGE XML file on block, line, word or glyph level. The 

PAGE XML format used as an interface between different components of the IMPACT Interoperability Framework 

was not discussed in details before adoption, so there were some issues with different representation of the same 

data which have been resolved by June 2010. Planned additional improvements of the segmentation modules in the 

final release of Abbyy FineReader Engine 10 will not affect the external API of Abbyy FineReader Engine so that they 

can be easily integrated into the already existing tool chain. 

 

In comparison to the state-of-art (release 9 of Abbyy FineReader Engine) the Block Segmentation and Classification 

Toolkit contains the following improvements: 

1. Better picture detection. To improve the picture detection algorithm, a new set of various criteria was developed. 

The criteria are based on different features, such as gradients, colour variance and many others. 

2. Better separators extraction. By improvement in the separators extraction it became possible to detect tables, 

columns and running titles more reliably. 

3. Segmentation has better overall quality. Results were achieved by examining the new datasets made available by 

IMPACT and by correcting some models which relate the positions of text and pictures. 

4. New models for better segmentation of historic newspapers. 

Detailed evaluation results can be found in deliverable D-TR2.4 Evaluation Report. 
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FineReader Engine 9 New segmentation toolkit / FineReader Engine 10 

Part of the text was misclassified as an image  

 

A column of text was incorrectly split into many regions 

 
 

 

 

Text was lost 

 

 

 

Figure 21: Before/after images from the new block segmentation of Abbyy FineReader 

 

The new IMPACT Block segmentation and classification toolkit is released on the basis of the Abbyy FineReader 

Engine 10 for Windows. Since Abbyy uses the same technology base for many different products, the new 

algorithms developed for the IMPACT project are already available in Recognition Server 3.0. Some, but not all of 

them will soon be available in a desktop product, Abbyy FineReader 12. 
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 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

 

 
Figure 22: Basic workflow module for FineReader 10 segmentation 

 

3.2.2 Text-line and word segmentation toolkit 

Text line segmentation and the following word segmentation are the subsequent steps and therefore depend on the 

results from page (block) segmentation. Accordingly, information about found regions had to be made available in a 

common format. This problem has been solved by the PAGE XML exporter provided by Abbyy. There still are some 

minor open issues such as the accuracy of region outlines (should be polygons instead of boxes) and overlapping 

regions which violate the requirements on a valid segmentation result.  

 

A compiled executable for Windows operating systems (including required third party DLLs) and a batch file to run 

the tool in all modes (text line segmentation, word segmentation, component based method, profile based method) 

was delivered in January 2010. The command-line tool can be controlled by a set of parameters and therefore easily 

integrated using the generic web service wrapper. However, as this requires the results from the block segmentation 

to be available, integration has been postponed until this is the case. The toolkit has been integrated with the 

Enhancement and Segmentation Platform of NCSR “Demokritos” for evaluation purposes. 
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  Figure 23: Results from line segmentation based on previously recognised  blocks 

 

  
Figure 24: Results from word segmentation based on previously recognised text lines 
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The final segmentation toolkit introduces new improved text line and word segmentation algorithms resulting from the 

research and optimization work done in IMPACT. For text line segmentation a hybrid method has been developed 

which combines elements from connected component merging and projection profile analysis in a novel way. As for 

word segmentation a pixel density method has been developed which is based on projection profile analysis 

extended by a novel adaptive white space detection algorithm. Detailed evaluation results can be found in deliverable 

D-TR2.4 Evaluation Report. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

Figure 25: Basic workflow module for text line or word segmentation 

 

3.2.3 Character segmentation toolkit 

Efficient techniques have been developed for word segmentation into characters in order to feed them to an OCR 

classifier. A first initial version of the character segmentation toolkit was delivered in June 2009 in the form of a 

compiled executable. Supportive material of this version consists of  

(a) a converter in order to accept PAGE XML files as input and  

(b) a viewer for character segmentation results.  

The first update (second version) of the character segmentation toolkit has been delivered in June 2010, 

incorporating the changes necessary to make it fit for integration with the Adaptive OCR Engine. The character 
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segmentation toolkit uses as input the word segmentation coordinates that are produced by the Abbyy FineReader 

Engine corresponding module and produces several character segmentation variations, each one provided with a 

confidence score. These segmentation variations together with the segmentation variations produced by the 

Adaptive OCR character segmentation toolkit will be used as input to the Adaptive OCR Engine. Detailed evaluation 

results can be found in deliverable D-TR2.4 Evaluation Report. 

 

In order to allow an easy integration with the IMPACT Interoperability Framework, the architecture specifications of 

the Adaptive OCR Engine have been followed and the input/output of the character segmentation module adapted 

accordingly. In order to integrate smoothly with the Adaptive OCR Engine, several character segmentation variations 

had to be produced as well as the suitable XML encoding of the result. The algorithm was modified in order to 

produce several character segmentation variations (each one having a confidence). Currently, the testing of the 

integration of the character segmentation toolkit with the Adaptive OCR Engine is being performed. The character 

segmentation toolkit has been integrated in the Enhancement and Segmentation Platform of NCSR “Demokritos” for 

evaluation purposes. As there is no subsequent step in the segmentation process, it is sufficient to integrate the 

character segmentation with OCR engines only. A web service and basic workflow are therefore not expected for this 

module. 

 

 
Figure 26: How to integrate TR2 segmentation toolkits to TR3 Adaptive OCR 

 

The developed character segmentation algorithm is based on skeleton segmentation paths which are used to isolate 

possible connected characters. The basic idea is to find possible segmentation paths linking the feature points on the 

skeleton of the word and its background. 
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Confidence  

 

0.52 

 

0.86 

 

0.93 

Figure 27: Examples from the new character segmentation toolkit 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 
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Figure 28: Basic workflow module for character segmentation 

 

3.3 TR3 – Adaptive OCR 

The aim of this work package was to develop an automated approach for character training, which is referred to as 

Adaptive OCR. The system learns from its own errors and automatically tunes itself to the specific font character. 

This work package produced the following technical deliverables: 

D-TR3.2 Stand alone adaptive OCR module with partial functionality (M-12) (37pm) 

D-TR3.3 Enhanced adaptive OCR module with full functionality. (M-24) (37pm) 

D-TR3:4 Adaptive OCR system (M42) (49 pm) 

 

3.3.1 Stand alone adaptive OCR module with partial functionality 

This work package calls for the creation of a stand alone Adaptive OCR system. At an early stage of work it became 

clear that superior results can be achieved by adopting word level adaptive recognition (as opposed to conventional 

character level approach). This approach has been presented to the technical team and approved. The initial system 

has been tested on a defined benchmark where it achieved 23% improvement in the Figure of Merit (equivalent to 

23% reduction in the manual correction load) as compared to the state of the art conventional OCR engine (Abbyy 

FineReader SDK Version 9) with optimal settings. By request of IBM, the API of Abbyy FineReader Engine has been 

extended to allow adaptive recognition cycles. The API now includes a possibility for training of the recognition 

engine on incorrectly recognised characters and the possibility to obtain correct shapes of recognized glyphs. 
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3.3.2 Enhanced adaptive OCR module with full functionality 

From the initial prototype delivered in December 2008, the internal target was to have a version with full functionality 

at the end of 2009 and the web service version of the Adaptive OCR Engine and a basic monitoring implementation 

ready by July 2010. The last and stable version of the web service was delivered in June 2010.  

 

A challenge was to create a more robust way to extract candidates from the Abbyy FineReader Engines results for 

font creation to be fed to the Adaptive OCR Engine. This is critical for the initiation of the Adaptive OCR mode. It was 

possible to improve significantly the candidate listing and ways will be explored in the remainder of the project to 

even do this automatically without any user intervention. 

 

As envisaged in the Description of Work, the Adaptive OCR Engine integrates a number of software tools from other 

technical work packages. It implements the output of the segmentation tools and utilises the historical dictionaries 

that are being created. In addition, the Adaptive OCR Engine itself has been integrated in the Cooperative Correction 

tool as an alternative OCR engine besides Abbyy FineReader Engine. Since being integrated also as a web service 

and basic workflow implementation, basically all other IMPACT modules available in the IMPACT Interoperability 

Framework can interact with the Adaptive OCR Engine. 

3.3.3 Adaptive OCR system 

The Adaptive OCR system is a comprehensive software tool designed to improve text recognition. The improvement 

is achieved by applying adaptivity (i.e. the system learns from its own mistakes such that the recognition rate of the 

last book pages is significantly better than those of the first ones). Further enhancement is achieved by integrating 

several additional tools developed by other IMPACT work packages (including the image enhancement toolkit, the 

Abbyy FineReader omni-font OCR engine, the post-correction module and the lexical resources). Detailed evaluation 

results can be found in deliverable D-TR3.5 Detailed technical analysis report. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

3.4 TR4 – Experimental OCR Engines 

The objective of this work package was to explore novel techniques and approaches to OCR processing which are 

highly promising from a research point of view. 

This work package produces the following technical deliverables: 

D-TR4.1 Inventory extraction prototype (M24) (17pm) 

D-TR4.2 Typewritten OCR prototype (M24) (17pm) 

D-TR4.3 Word spotting prototype (M24) (12 pm) 
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3.4.1 Inventory extraction prototype 

This work package will introduce a novel technique that allows extracting a comprehensive inventory from a given 

document, i.e., a list of all characters used in the text. This technique is supposed to work without a-priori knowledge 

of the shape of the characters and of the language of the document, e.g. also in the case of non-Latin alphabets. 

Based on this inventory the allocation of characters to clustered patterns can be done easily. The result may also 

serve as input for the creation of new character templates. 

 

Regarding the issue of integration, it is important to mention that the whole work package has been labelled as 

“experimental” from the beginning of the project. This is also reflected by the Description of Work, were it is stated 

explicitly that the outcome will be a stand alone prototype implementing the experimental work. However, it needs to 

be emphasised that during the project the work plan was adapted so that the inventory extraction tool directly works 

together with the segmentation tools developed in the project.  

 

In accordance with the recommendations from the second review report, it was decided to introduce several 

additional features and to transform this “experimental” approach into a full-featured OCR engine. As a first step, the 

tool will at the end of 2010 not only be able to cluster the glyphs of a document into classes of similar looking 

characters, but also add labelling functionality, i.e. the possibility to assign a Unicode symbol to each class by the 

user. To assist this process, several editing functions for the created clusters such as removing, merging or adding 

and removing instances to or from a cluster, are added in the graphical user interface of the tool. Thus, the work 

results in a tool that semi-automatically creates a flexible set of labelled characters for text documents. In a second 

step, the tool will be even further extended by a recognition functionality that is able to use the created labelled sets 

for the recognition of the given or other documents with similar font types. The functionality of the tool is therefore 

extended to a complete user-aided omni-OCR engine that is independent of any font type. The main application field 

will be digitisation environments, where documents with rare fonts occur as well as researchers who rapidly want to 

create a training set for certain documents.  

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

3.4.2 Typewritten OCR prototype 

This work package will focus on developing a dedicated OCR engine for typewritten documents as they often occur 

in archival collections. Current document analysis approaches assume text of uniform intensity and quality and do 

not produce as high quality results as the new methodology proposes. In this approach, each character is isolated 

and enhanced individually. Broken characters are repaired by making a small number of hypotheses as to the 

location of the missing parts. A number of features are then extracted from each character image and, using a 

combination of classifiers, the character is recognised. The tool will be available as a compiled executable with the 
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main functionality exposed via command line parameters. Input will be an image and a PAGE XML file; output will be 

a PAGE XML file enriched with text. Once segmentation results are available in form of PAGE XML files, the 

typewritten OCR prototype can be run in parallel or as an alternative to other OCR packages. This way, specific 

workflows can be set up tailored to the type of input material. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

 
Figure 29: Basic workflow module for Typewritten OCR 

 

3.4.3 Word spotting prototype 

The work package develops an alternative technique for historical document indexing based on spotting words 

directly on document images with the help of word matching while avoiding conventional OCR procedures. Word 

segmentation is first applied to all document pages and then a spotting of the most interesting words (keywords) is 

applied directly on the document images.  

 

A first version of the word spotting prototype was delivered in December 2009 in the form of a compiled executable. 

This version is a stand-alone Windows based software with a graphical user interface that permits human interaction. 

There have already been three releases of the word spotting prototype since. A significantly improved intermediate 

release was presented during the all staff meeting in Paris in April 2010 while the latest release was delivered in 

June 2010. 
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The word spotting prototype was not initially planned to be integrated with the IMPACT Interoperability Framework 

but to operate as a stand-alone application being one of the outcomes in the experimental OCR engines work 

package. During the all staff meeting in Paris in April 2010 the possibility of providing a version of word spotting 

prototype without user interface was examined in order to investigate ways of integrating it also with the IMPACT 

Interoperability Framework, thereby establishing interaction with other modules. A decision was taken to also provide 

a web service implementation of the tool with restricted functionality, therefore not requiring human interaction. In this 

way, there will be a direct integration with the overall IMPACT workflow which was not initially foreseen. For this 

additional effort only the resources that were already allocated to the work package will be used.  

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

3.5 TR5 – Language Modelling and Dictionaries in OCR 

This work package addresses the deployment of lexicon data and language models for text recognition in the context 

of historical documents. 

This work package produces the following technical deliverables: 

D-TR5.1 Text and error profiling module (M24) (20pm) 

D-TR5.2 Post correction system (M36)  (20 pm) 

 

3.5.1 Text and error profiling module 

The text and error profiling module is a software tool with documentation for profiling input documents recognized by 

OCR in terms of their language and in terms of the errors introduced by imperfect OCR. A first version of the text and 

error profiling module was delivered in December 2009 and integrated as a web service and basic workflow. In the 

course of 2010 and the development of the post correction system, the text and error profiler will be integrated with 

this system as well. During the All Staff Meeting in Paris in April 2010, possibilities for integrating the text and error 

profiler with Abbyy FineReader Engine and the Adaptive OCR have been debated. It has been agreed with partners 

IBM and Abbyy as well as with the sub project leader for TR that LMU will conduct an additional evaluation cycle on 

the basis of the suspicious character flag as provided by Abbyy FineReader Engine for characters that fall below a 

certain threshold of confidence. In addition to the output of the software as specified in the product descriptions and 

in the deliverable document, LMU will provide information on the suspicious characters in the OCR output. This 

information will be integrated into the XML output format of the tool. If the performance of the suspicious character 

flags can be improved in comparison with the Abbyy output, IBM and Abbyy agreed to consider the integration of the 

profiling tool into their OCR engines. The end vision is to use the profiling output exceeding mere OCR improvement 

as profiling of OCR outputs can also be used for subsequent applications as document presentation and information 

retrieval. 

 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 



 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 69/101 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

 
Figure 30: Basic workflow module for the Text and Error Profiler 

 

3.5.2 Post correction system 

In this work package a system for post-correction of OCR results will be developed where dictionaries, text profiles, 

error characteristics and language models are fully interleaved to isolate misrecognised input tokens, and to find an 

optimal ranking order and confidence values for correction suggestions. 

Work on the post correction system started in 2010. The system will integrate the text and error profiling module as 

compiled code and is scheduled to be delivered in March 2011. The system will be a standalone desktop application 

which is intended to improve through human interaction OCR results as received from external service providers or 

contract partners respectively from internal digitisation centres. According to the Description of Work and because of 

the character of the tool as a desktop application, integration into the IMPACT Interoperability Framework is not 

foreseen. 
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   Figure 31: Screenshot from the post correction system user interface 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

As part of the second extension of the IMPACT project from January 2012 – June 2012, an experiment was carried 

out by the KB that compared the Post correction system developed by LMU with the Collaborative Correction 

application from IBM (something that was also requested from the EC review in 2011), as well as with two other tools 

for correcting OCR results external to the project, PLaIR and ALTO Edit, and with the OCR results obtainable by 

using Abbyy FineReader 10 with a historical Dutch dictionary from IMPACT. The purpose of the experiment was to 

get a better view on the various OCR correction tools that are available, the amount of effort needed from a library 

and the volunteers to use such tools, and the quality of the results that can be obtained. 

 

The experiment showed first of all that such a cross-comparison is rather difficult to set up – each of the tools listed is 

tailored to a particular use case and it is hardly possible to design the experiment in a way that the testing conditions 

are equally fair for each approach (e.g. CONCERT works best on collections larger than could be tackled within the 
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scope of the experiment), while at the same time obtaining results in such a form that they can be evaluated 

straightforward and using the same metrics.  

 

The experiment used six test sets of around 100 pages each, taken from two 18th century roman books. These were 

processed by six people in a fixed amount of time (3 hours). The testers received a 1.5 hours instruction per tool on 

the day before the actual test. 

 

Initial results from the cross evaluation of the results with regard to word accuracy indicate there is no clear winner – 

while the LMU post correction tool and the PLaIR system score best in comparison, it needs to be noted that the 

frame of the experiment did not allow utilising the full potential of the CONCERT application (which only kicks in on a 

larger scale). Also it was not too surprising that ALTO Edit turned out to be least efficient – since this was an 

experimental prototype developed in-house at KB with very little effort.  

 

In summary, it can be observed that with all of the three more mature systems CONCERT, LMU Post correction and 

PLaIR, OCR errors can be reduced by roughly 12%, and with comparable effort. 

 

 
  Figure 32: Initial evaluation results from the post correction comparison 

 

3.6 EE1 – Collaborative Correction 

The goal of this work package is to create a web-based platform that will facilitate users to collaboratively validate 

and correct OCR results. 

This work package produces the following technical deliverables: 

D-EE1.3 Full web-based system including input management. (M-24) (44 pm) 

D-EE1.4 Enhanced system including user monitoring (M-36) (43pm) 

 

 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 



 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 72/101 

3.6.1 Full web-based system including input management 

The tool will minimise human intervention required for correction of OCR results and repurpose manual effort for 

additional tasks such as training the OCR engine and adding words to its vocabulary. The collaborative correction 

system has been delivered as a web client in November 2009 and as a web service suitable for integration with the 

IMPACT Interoperability Framework in March 2010. Already several new versions have been released during the first 

half of 2010, adding features such as web services for loading books also into the Adaptive OCR Engine and to 

perform omni-OCR operations as well as a number of bug fixes and back-end process improvements. 

 

 

   Figure 33: Screenshot from the CONCERT web application (word session) 

 

A main challenge was to change the web service functions to be easy for external integration. Special care was given 

to use detailed structures for input to the system which reflects the functionality of the service. This way it is possible 

to avoid any internal knowledge about the input and output parameterisation. The tool will support at least three 

languages until the end of 2010 and at least additional three languages by the end of 2011. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 
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3.7 EE2/EE3 – Lexicon Structure, Tools and Content 

Work package EE2 provides guidelines and general tools for lexical data development from historical source material 

and tools to deploy the lexicon in enrichment. The objective of work package EE3 is to build lexicon content. 

These work packages produced the following technical deliverables: 

D-EE2.2 Named entities repository and collaborative environment (M12) (8pm) 

D-EE2.3 Toolbox for named entities variant resolution, matching and classification (M24) (18 pm) 

D-EE2.4 Practical guidelines and toolbox for building lexicon content (M24) (46 pm) 

D-EE2.5 Toolbox for lexicon deployment in enrichment (M21; with decompounding: M36)  (39 pm) 

D-EE2.6 Final release of D-EE2.3 and D-EE2.5 (M48) (4pm) 

D-EE3.2 Core General Lexicon for Dutch (M24) (9pm) 

D-EE3.3 Core General Lexicon for German (M24) (12pm) 

D-EE3.4 Core General Lexicon for English (M36) (6pm) 

D-EE3.5 Core General Lexicon for Dutch – expanded (M42) (5pm) 

D-EE3.6 Core General Lexicon for German – expanded (M42) (9pm) 

D-EE3.7 Core Named Entities Lexicon for Dutch (M24) (7pm) 

D-EE3.8 Core Named Entities Lexicon for German (M24) (11pm) 

D-EE3.9 Core Named Entities Lexicon for English (M36) (6pm) 

D-EE3.10 Core Named Entities Lexicon for Dutch – expanded (M42) (4pm) 

D-EE3.11 Core Named Entities Lexicon for German – expanded (M42) (7pm) 

 

3.7.1 Named entities repository and collaborative environment 

The Named entities repository was developed as an SQL database and integrated with the project website in 2009. It 

holds authority data mainly from the German National Library in the form of their PND (Personennamendatei/Person 

Names Authority File) and GKD (Gemeinsame Körperschaftsdatei/Corporate Bodies Authority File), and of the 

NACO (Name Authority Cooperative Program) records provided by the British Library. 

Access to the Named entities repository is possible with a user account from the following URL:  

http://www.impact-project.eu/no_cache/tools-and-applications/enhancement-enrichment-ee/tools/nerep/.    

 

3.7.2 Toolbox for named entities variant resolution, matching and classification in historical documents 

The named entities toolbox was delivered in January 2010. The Named Entities Recognition Tool (NERT) is a tool 

that can mark and extract named entities (persons, locations and organisations) from a text file. The tool works by 

supervised learning, which means that it needs to receive a manually tagged subset of relevant material for training 

purposes before it can be applied to a corpus of text. In addition, version 2.0 of the tool comes with a Named Entity 

matcher module, making it possible to group name variants and to assign modern word forms to old spelling variants 

(where, for instance, a town may have changed its name over time). 

 

The tool is based on Stanford University’s Named Entity Recogniser, and has been extended for use in IMPACT. In 

addition to the matcher module, the other main extension is a module to reduce spelling variation within processed 

data, leading to improved discoverability. 
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3.7.3 Practical guidelines and toolbox for building lexicon content 

A tool was developed for corpus-based lexicon construction. Users can upload a text dataset (corpus) for use in 

creating an attestation-based lexicon. Once a text dataset has been uploaded to the computational lexicon, the 

words in the dataset will be set against those in a comprehensive language dictionary by means of attestation. 

In practice, this means that a headword from the dictionary will be succeeded by real-life examples of the word in 

use. Because the text dataset will often be derived from OCR, not every attestation will be a correct example of the 

headword. The IMPACT Attestation tool allows users to manually validate, reject and correct these attestations, 

leading to improved full-text recognition. 

 

3.7.4 Spelling Variation Tool 

A statistical tool that will model spelling variations across a given corpus or text dataset.  

 

The tool can match a list of historical words to their modern variants (or to a standardised spelling of particular 

historical words), and allow for all the variants to be clustered together to improve full-text recognition and 

discoverability. 

 

3.7.5 Lemmatisation Tool 

Lemmatisation is the process by which a word form is returned to its basic or canonical form (for instance, the lemma 

for ‘walking’ is the verb ‘walk’).  

 

This tool uses known natural language patterns and statistical analysis to reduce word forms down to their basic 

units of meaning. In addition, the tool allows for limited identification together of words as specific parts of speech, 

which allows it to speculate a relationship between a word in its dictionary and an unknown but possibly related word 

in an external corpus (or text dataset). This allows for both efficient creation of a computational lexicon and for 

greater information retrieval from text datasets. 

 

3.7.4 Toolbox for lexicon deployment in enrichment 

A toolbox has been created for corpus-based lexicon construction. Users can upload a text dataset (corpus) for use 

in creating an attestation-based lexicon. 

 

This tool is used to manually correct the automatically lemmatized corpus text. Verified lemmatized words plus the 

context in which they appear will be stored in the Information Retrieval Lexicon. The tool can handle plain text and 

various XML formats, among which the PAGE XML format and TEI. An important requirement of the tool is that it 

should be fit to quickly process large quantities of data, that it is a web application that can be run from any computer 

in the local network, that frequent input actions can be performed with the keyboard, and that the information is 

presented in such a way that quick evaluation is possible. 

 

3.7.5 Core General Lexicon for Dutch 

A first version of the core general lexicon for Dutch was delivered in February 2010 and updated in December 2011 

as a type-frequency list, SQL dump, and in the Lexical Markup Framework (LMF) format.  
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It is based on content from the Woordenboek der Nederlandsche Taal (WNT), The Digital Library of Dutch Literature 

(DBNL), keyed material from the KB, and modern Dutch lexicon data from e-LeX and the hitherto unpublished JVK-

lex. The lexicon currently contains 575,498 distinct word forms. 

 

The contents have been converted into a simple word list which has been integrated with the Adaptive OCR, and to 

the binary DAT format required by Abbyy FineReader.  

 

Integration of all OCR lexica with Abbyy FineReader Engine through the existing external dictionary interface of 

Abbyy FineReader Engine gave rise to a number of problems, such as the interface not taking into account word 

frequency but an interval instead. A simple matching of word frequency to this interval was not possible as the 

interval is defined manually by Abbyy language experts. Accordingly, a re-implementation of the external dictionary 

interface of the Abbyy FineReader SDK had to be done in order to fully utilise the lexica created in the project during 

the OCR process. The word lists are compiled into a binary format with a helper tool and can subsequently be used 

through the same implementation of the external dictionary interface. 

 

3.7.6 Core General Lexicon for German 

A version of the core general lexicon for German was delivered in January 2010 and updated in December 2011 as a 

type-frequency list, SQL dump according to the Lexical Markup Framework (LMF) format.  

 

The lexicon currently relies on the following data: 

- A corpus composed during the first phase of the project from materials of different sources, mainly IDS Mannheim 

with 2,693,966 tokens and 288,709 types. The corpus ranges from the year 1500 to 1900, thus providing a core 

around which more specific lexicon data based on selected corpora can be developed. 

- Additionally, data for the 16th century had to be keyed because for this period only little ground truth materials were 

electronically available in the initially composed general corpus. The keyed corpus consists of 101 works with 1,766 

pages, adding up to approximately 858,000 tokens. A wordlist with approximately 270,000 historical word forms has 

been compiled from these corpora for use in OCR. The contents have been converted into a simple word list which 

has been integrated with the Adaptive OCR, and to the binary DAT format required by Abbyy FineReader.  

 

3.7.7 Core General Lexicon for English 

The general lexicon for English was delivered in December 2011 as a type-frequency list, SQL dump according to 

the Lexical Markup Framework (LMF), and also in TEI P5.  

 

The English lexicon is largely based on the dated quotations from the Oxford English Dictionary (OED). An XML 

extraction of the quotations per entry has been kindly provided by Oxford University press for use in IMPACT. In 

order to build the lexicon, the quotations have been processed using the INL Attestation Tool in order to extract the 

word forms corresponding to the dictionary headwords. The lexicon is based on the extraction of all word forms from 

quotations dating from three periods: 1580-1720, 1700-1800, and 1750-1920. For all periods, distinct lexica have 

been created. The lexica have respectively 406,296 (1580-1720), 220,044 (1700-1800) and 574,444 (1750-1920) 
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entries. The contents have been converted into a simple word list which has been integrated with the Adaptive OCR, 

and to the binary DAT format required by Abbyy FineReader.  

 

3.7.8 Named Entities Lexicon for Dutch 

The core named entities lexicon for Dutch has been delivered in February 2011 and updated in December 2011 as 

an SQL dump and according to the LMF format. The database (an elaborate outline of the database structure can be 

found in D-EE2.1 Lexicon Structure Document) contains historical Dutch locations, person names and organisations 

from the period 1750 to 1945, derived from the digital collection of Staten General, Digitale Bibliotheek der 

Nederlandse Letteren, as well as several newspaper articles and gazetteers from the KB. In total, the lexicon 

consists of 191,855 lemmata, 194,210 word forms, and 509,562 token attestations. All locations and organisations 

are linked to a manually verified modern lemma, and, where applicable, to possible alternative names. 

 

3.7.9 Named Entities Lexicon for German 

The core named entities lexicon for German has been delivered in December 2011 in the form of an SQL dump and 

according to the LMF format. The database (an elaborate outline of the database structure can be found in D-EE2.1 

Lexicon Structure Document) contains German locations and person names from the 1350 to 1918, derived from 

keyed named entities from the ONB, relevant selections from open source datasets, in particular Wikipedia and 

geographical gazetteers, and existing NE resources of LMU. The total number of tokens is 759,000. 

 

3.7.10 Named Entities Lexicon for English 

The core named entities lexicon for English has been delivered in December 2011 in the form of an SQL dump and 

according to the LMF format. The database (an elaborate outline of the database structure can be found in D-EE2.1 

Lexicon Structure Document) contains historical English locations, person names and organisations from the period 

1742 – 1899, drawn from a selection of newspapers from JISC, and four selected gazetteers. In total, the lexicon 

consists of 255,446 lemmata, 241,060 word forms, and 727,386 token attestations. All locations and organisations 

are linked to a manually verified modern lemma, and, where applicable, to possible alternative names. 

 

3.7.11 Proof of concept historical lexica 

With the first extension of IMPACT in 2010, new partners joined the project and worked on applying the language 

resource to other languages than German, Dutch and English. Resulting from this were proof of concept historical 

lexica for OCR that were delivered end of 2011 in the form of an SQL dump according to the LMF format for the 

following languages: 

- French: The OCR lexicon has 141,250 entries, compiled from a selection of actually witnessed words derived from 

the hypothetical Morphalou lexicon (which comprises French variant forms constructed by applying archaisation 

rules). 

- Spanish: The OCR lexicon contains 147,192 entries compiled from a selection of texts from Biblioteca Virtual 

Miguel de Cervantes, the Biblioteca Nacional de España (BNE), the Diccionario de Autoridades and Apertium. 

- Polish: The OCR lexicon consists of about 112,000 words from the quotations in the Late Middle Polish dictionary 

and over 200,000 words from ground truth texts. 

- Bulgarian: Currently there are 29,796 distinct word forms in the OCR lexicon. 
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- Slovene: The lexicon has almost 60,000 entries, with just under half of the entries belonging to historical words, i.e. 

words where the normalised form is different form the modernised form. 

- Czech: The lexica include 1,327,517 entries split over periods 1801-1809, 1810-1842, 1843-1849 and 1850-1900. 

All proof of concept OCR lexica have also been converted to the binary DAT format required by Abbyy FineReader. 

Detailed evaluation results can be found in deliverable D-EE2.8 Cross Language Perspective. 

 

3.8 EE4 – Functional Extension Parser 

The main objective of this work package was the development of a Functional Extension Parser which will essentially 

increase the value of text recognition processes. Instead of getting “only” a good-quality text, libraries will get a 

functionally enriched digital object which can be used in a variety of ways and for a variety of different purposes. The 

proposed approach has the advantage that it directly utilises OCR output files so that it is independent from any 

segmentation, layout analysis software as well as from a specific OCR engine.  

This work package produces the following technical deliverables: 

D-EE4.2 Prototype: Functional Extension Parser (M24) (20 pm) 

After having finished the original work plan in 2009, the work package was continued and extended. The final 

deliverable is:  

D-EE4.3 Functional Extension Parser – Productive Version (M48) 

 

3.8.1 Prototype: Functional Extension Parser 

An initial prototype of the web client for the Functional Extension Parser was presented during the all staff meeting in 

Venice in September 2009. In the original Description of Work, the work package was designed to provide a 

prototype only which was delivered after 24 months. 

According to the extension, the main additional objectives for year 3 and 4 were the following:  

1. To integrate the Functional Extension Parser module into the IMPACT Interoperability Framework so that it 

is able to interact with other software modules developed in the project. 

2. To enhance the rule set in order to also detect table of contents entries, headlines, running titles, footnotes, 

illustrations, captions, catch words and marginalia. 

3. To transform the prototype into a productive version theoretically capable of processing millions of page 

images and to offer it as a licensed service to libraries and third parties after the end of the project. 

The Functional Extension Parser will be made available after the end of the project as a commercial service provided 

by the Department of Digitisation and Digital Preservation (DEA) of the University Innsbruck Library. The Department 

already provides commercial digitisation and OCR services to other cultural heritage institutions on a regular basis, 

e.g. in the framework of the European eBooks on Demand (EOD) Network. The Functional Extension Parser will also 

be hosted as a running service via the IMPACT Interoperability Framework for at least 24 months after the end of the 

project without charging any costs to the IMPACT Centre of Competence.  

 

In order to allow an easy integration of the Functional Extension Parser into the IMPACT Interoperability Framework 

some consultations where made between the members of the technical teams regarding the interfaces required (e.g. 

considering the appropriate format for in- and output data, and the most suitable form of communication). It was 

decided to use a combination of METS/ALTO as common format for the in- and output of the system.  
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The bundle of web services which will be provided by month 36 will consist of methods for the following use cases: 

a) Authentication / login  

b) Start the analysis 

c) Get the current status of the analysis 

d) Get the results of the analysis 

 

Initially it was intended to use an asynchronous way of communication between the Functional Extension Parser web 

services and the IMPACT Interoperability Framework. An asynchronous communication has the advantage that the 

client does not have to wait for the response of the client in order to proceed with the computations. This fact was 

important because the estimated time for the analysis may lead to timeouts on the client side. A dummy 

implementation of the web service bundle was developed in order to prove that an asynchronous communication is 

suitable for the IMPACT Interoperability Framework. Tests with this dummy implementation have shown though that 

asynchronous web services can not properly interact with Taverna, the technology used by the IMPACT 

Interoperability Framework. To overcome this problem it was decided to simulate an asynchronous communication 

by using a couple of synchronous web services. 

 

3.8.2 Functional Extension Parser – Productive Version 

In 2010-11, the Functional Extension Parser has been applied to new datasets, improved in terms of scalability and 

performance, integrated with the IMPACT Interoperability Framework and complemented with a correction interface. 

The current release provides a first version of a production tool ready to be used for the structural annotation of 

digitised documents. The actual implementation into a “real world” scenario has been done in cooperation with the 

EOD Network service within the extension of the IMPACT project (cf. slides from IMPACT closing event). 

 

 
 

  Figure 34: Screenshot from the edit mode of the Functional Extension Parser 
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 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 

3.9 OC3 – Evaluation Tools and Resources 

The aim of this work package is the development of an application-oriented metrics toolkit and related resources for 

holistic system-level benchmarking, the creation of a representative test dataset with ground truth and the 

specification and development of a set of procedures and tools to support fully or partially automated performance 

measurement. 

This work package produced the following technical deliverables: 

D-OC3.3(i): Evaluation tools (M10) (25pm) 

D-OC3.4: Metrics toolkit (test material and documentation on use and interpretation of results (M12) (10 pm) 

 

3.9.1 Evaluation toolkit 

The evaluation tools package comprises a number of individual tools tailored to specific tasks such as evaluating 

performance of binarisation, border detection and removal, segmentation and of course measuring the accuracy of 

OCR results. All of these were initially foreseen to be used by developers for performing necessary evaluation during 

tool development. However, the maturity of some of the tools and the high impact for automated evaluation of 

IMPACT tools by means of workflows led to the decision to also integrate several of the evaluation tools with the 

IMPACT Interoperability Framework whenever technically feasible. A first version of the evaluation toolkit was 

delivered in December 2009 as a set of and has been integrated in the Enhancement and Segmentation Platform of 

NCSR “Demokritos” for evaluation purposes. 

 

The evaluation toolkit comprises the following distinct components: 

a) Document image binarisation is a very important step in the document image analysis and recognition pipeline as 

the performance of a binarisation algorithm directly affects the subsequent steps. Therefore, it is imperative to have 

an evaluation toolkit which will account for the performance of the binarisation. The Binarisation Evaluation Toolkit  

that has been developed for this purpose offers many conveniences such as selecting areas of an image to construct 

the ground-truth and perform the evaluation, adjusting parameters to achieve estimated ground-truth of higher 

accuracy in difficult cases, double-clicking shortcuts, choosing the colour for the manual skeleton correction which is 

suitable for 24-bit colour images and more. As far as the evaluation stage is concerned, all the error measures that 

complement the recall and precision measures, such as broken and missing text, false alarms, component 

enlargement and merging, are shown at a different panel. Moreover, a report file is created in Microsoft Excel format 

that summarizes the performance evaluation results along with recall and precision result images. 
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   Figure 35: Screenshot of the binarisation evaluation tool 

 

The toolkit was not selected for integration as the creation of binarisation ground truth is a very complicated task 

involving a lot of human labour so that only very small amounts of this type of ground truth can be produced during 

the project. Accordingly, the work that would be needed for integrating the tool can not be justified. 

 

b) Border detection and removal is an important pre-processing step in order to obtain document images containing 

only the actual page without any surrounding areas introduced during scanning. The Border Detection Toolkit serves 

the purpose of evaluating the performance of border detection methods. It takes as input two document images, one 

being the original image and the other being the output of a border detection method, plus a ground-truth file, which 

represents the manually-input perfect layout of the document. The tool then compares the result against the original 

document image and outputs metrics representing the performance of the border detection method in question. As 

there will be only very little amounts of border removal ground truth produced and not many images in the datasets 

collected show this defect, there was no particular need for immediate integration of the tool as a web service and 

workflow module. The tool may however still be considered for integration with the IMPACT Interoperability 

Framework a later time if there is a clear use case for it. 
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  Figure 36: Screenshot of the Border Removal Evaluation Tool 

 

c) The Visual Comparison Tool is merely intended as a helper tool for human operators in judging visually about the 

quality of images and the effect of methods applied to them by means of a side-to-side comparison. As this will 

naturally always have to involve human interaction and is applicable only for a limited range of purposes, the tool was 

not considered for integration in the Interoperability Framework. 

 

d) The Segmentation Evaluation Toolkit provides a unified framework for evaluating the performance of page 

segmentation at the region, text-line, word and glyph level. It takes as input a segmentation file, which is the output of 

a segmentation method on a document image, and a ground-truth file, which represents the manually-input perfect 

layout of the document. The tool then compares the segmentation against the reference file and outputs statistics 

and metrics representing the performance of the segmentation method in question. The tool is provided in the form of 

a graphical programme for the Windows operating system, leaving to the user the ability to define scenarios 

containing specific penalties for segmentation faults. A first version was made available to developers already in 

October 2008. An updated version was released in May 2009. The update was mainly necessary to reflect 

extensions to the ground truth format used.  

 

 

IMPACT is supported by the European Community under the FP7 ICT Work Programme. The project is coordinated by the National Library of the Netherlands 



 

D-OC5.4 Final Report, Version 1.0, 4 June 2012 page 82/101 

 
  Figure 37: Screenshot from the Segmentation Evaluation Tool 

 

Due to the high importance of correct segmentation results in the results of an overall IMPACT workflow, it has been 

decided to also produce a command line application version of the tool which will accept predefined segmentation 

scenarios as input and therefore will be suitable for integration in the IMPACT Interoperability Framework. The 

command line version for integration via web service has been delivered in August 2010. This release constitutes a 

major step and allows fully featured integration of the tool via a web service. To make this possible, the segmentation 

evaluation tool had to be modified from a stand-alone GUI application (to be used by specialists only) to a scriptable 

command line tool (to be integrated via the web service wrapper). A profile editor had to be implemented in order to 

create and save profile files which are used by the evaluation tool to set weights and penalties according to specific 

evaluation scenarios. A detailed XML Schema for evaluation results (raw data, statistics, and metrics) had to be 

developed together with an output function to store results in form of XML files compliant to this specification. As 

integration of evaluation tools was not foreseen in the original Description of Work, resources had to be allocated in 

order to achieve this new goal. However, the benefits of the additional integration efforts are considered very much 

worthwhile as starting from ground truth and segmentation files in PAGE XML it will be possible to obtain very 

detailed results regarding the performance of segmentation tools, and in specific scenarios.  
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 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 

 
Figure 38: Basic workflow module for the layout evaluation toolkit 

 

e) The OCR Evaluation Toolkit provides a framework for evaluating the performance of a text recognition system. It 

takes as input two text files which comprise the correct transcription of the document image obtained by re-keying 

(ground truth) and the transcription produced from the OCR system. The tool then calculates various evaluation 

metrics on the character as well as on the word level. The tool is provided in the form of a graphical programme for 

the Microsoft Windows operating system. Due to the apparent importance of such a tool to libraries who want to 

evaluate the quality of their overall workflow or the IMPACT workflows, it became clear that integration of this tool as 

a web service would entail major benefits. A first version was released in October 2009 and immediately integrated 

with the IMPACT Interoperability Framework. A renewed and improved version was released in June 2010, now 

introducing statistics output in XML format suitable for further processing and also supporting UTF-8 encoded text 

files in the evaluation. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 
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Figure 39: Basic workflow module for the OCR evaluation tool 

 

f) The word evaluation tool 

With more and more ground truth data becoming available in the course of 2011, a severe issue for the evaluation 

became apparent. While the ground truth files in PAGE format encode reading order of regions found on the page in 

an explicit way, available OCR engines like Abbyy FineReader or Tesseract do not explicitly provide this information. 

Rather, they provide reading order implicitly, for example by the order of regions in the XML tree. Now since the initial 

OCR evaluation tool provided by NCSR can only evaluate flat text files, a way had to be found to transform the 

ground truth files to plain text files with correct reading order. After some testing, it turned out this is not feasible – the 

ground truth files can comprise (within a single page) regions that have reading order as well as unordered regions, 

thereby making it impossible to transform the mere text in the correct order in an automated way.  
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   Figure 40: Example report from the Word Evaluation Tool 

 

The solution was to develop a completely new evaluation tool that can work directly with the PAGE format as input 

for both, ground truth and OCR result. INL was interested in this solution and accordingly started development of this 

alternative evaluation tool with some support from work package OC5. The algorithm that was implemented tries to 

identify regions of similar size, shape and location within a page and then cross-compares region by region with the 

ground truth. After this process converges, the results are then aggregated over all regions on the page. The 

according functionality was implemented in Java, allowing for a very easy and direct integration with the IMPACT 

Interoperability Framework. While the tool is still undergoing further development, full scale evaluations carried out by 

INL indicate that the method is robust and the results obtained are reliable. 

 

 Software tool is fit to be put into productive use and is supported by the necessary installation guides 

 Software tool can be made available in a productive environment with further development which is 

clearly defined 

 Software tool demonstrates potential functionality and is available in a publicly accessible environment 

 Report of findings of research available (for experimental tools only) 
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Figure 41: Basic workflow module for the PAGE evaluation tool 

 

3.9.2 Metrics toolkit 

The Metrics Toolkit is a web application for statistical evaluation of the outputs of different workflows based on OCR 

results and ground truth. The tool compares the OCR text results coming out of specific workflows against the 

corresponding ground-truth information stored in the evaluation dataset and demonstrates the enhancement 

achieved by different configurations. The Metrics toolkit directly builds on the workflow layer of the IMPACT 

Interoperability Framework, exposing its capability to compare different workflows with regard to their suitability for 

particular source material and presents the user with statistical information gathered from the available evaluation 

tools. It can therefore be considered an integral part of the IMPACT Interoperability Framework architecture. 

 

3.10 Other 

For testing purposes as well as for evaluation of IMPACT developments against existing state-of-the-art methods, to 

prove the integration capabilities of the IMPACT Interoperability Framework and due to the simple necessity of e.g. 

format conversion tasks, a number of third party applications have also been integrated with the IMPACT 

Interoperability Framework and made available through web services and basic workflows. 

 

3.10.1 ABBYY FineReader Version 9 

In order to have a baseline towards what can be considered the state-of-the-art in OCR technology without any 

improvements from IMPACT development Abbyy FineReader Engine Version 9 was kindly provided by Abbyy. 
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Figure 42: Basic workflow module for FineReader 9 

 

 

3.10.2 ABBYY FineReader 9 PAGE XML Exporter 

As the segmentation tools as well as the segmentation evaluation tool require recognition results to be in PAGE XML 

format, an exporter had to be developed to provide this output from Abbyy FineReader Engine. Several versions 

have been released, including the latest version that uses technology from Abbyy FineReader Engine 10. 
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Figure 43: Basic workflow module for FineReader 9 segmentation 

 

3.10.3 Tesseract OCR 

The Tesseract OCR engine was one of the top three engines in the 1995 UNLV accuracy test and is probably still 

one of the most accurate open source OCR engines available. 

 

As part of the second IMPACT extension, an experiment was carried out by PSNC training Tesseract and Abbyy 

FineReader with Polish ground truth created in IMPACT. The obtained trained data for Tesseract can be downloaded 

from here: http://dl.psnc.pl/download/tesseract_traineddata.zip 
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Figure 44: Basic workflow module for Tesseract 3 

 

3.10.4 OCRopus 

OCRopus is a state-of-the-art document analysis and OCR system, featuring pluggable layout analysis, pluggable 

character recognition, statistical natural language modelling, and multi-lingual capabilities. 

 

  
Figure 45: Basic workflow modules for OCRopus deskew / binarisation 
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3.10.5 OCR-XML Transformation and Extraction 

To also allow evaluation of already existing OCR results from content holding partners, a service was needed to 

transform these into formats that are supported by the OCR Evaluation Tool, e.g. converting ALTO to TXT. A web 

service was built to deal with all the necessary format conversion tasks. 

 

 
Figure 46: Basic workflow modules for OCR Transformation 

 

3.10.6 OpenJPEG Conversion 

The OpenJPEG library is an open-source JPEG 2000 codec written in C language. It has been developed in order to 

promote the use of JPEG 2000, the new still-image compression standard from the Joint Photographic Experts 

Group (JPEG). The according web service encodes *.pnm, *.pgm, *.ppm, *.pgx, *.bmp, *.tif, *.raw, *.tga to JPEG2000 

(JP2) or decodes a JP2 image file to *.tiff. Only grayscale and RGB colour spaces are implemented. 
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Figure 47: Basic workflow module for OpenJPEG conversion 

 

3.10.7 GIMP Image Conversion 

GIMP is a versatile graphics manipulation package. In IMPACT, gimp-fu scripts were implemented for a large set of 

possible image format conversions. 

 

 
Figure 48: Basic workflow module for TIFF to JPEG conversion using gimp-fu 
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3.10.8 ImageMagick Image Conversion 

ImageMagick is a software suite to create, edit, and compose bitmap images. It can read, convert and write images 

in a variety of formats. It has been implemented in IMPACT to convert across a wide variety of image formats, as well 

as for a replacement for the binarisation tools when those were still being developed. 

 

 
Figure 49: Basic workflow module for ImageMagick conversion 
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4. Conclusion 
This report summarised the main activities and outcomes of the work carried out in the scope of work package OC5, 

in the course of 2009-2012.  All main targets have been achieved, with close to 30 web services for distinct IMPACT 

(and 3rd party) tools being made available as ready-to-use components within the IMPACT Interoperability 

Framework.  In fact, none of the tools required substantial modifications to the toolwrapper, and provided a tool is 

delivered as a command line application with documented parameters, integration into the various framework layers 

can typically be established in less than 1 hour. This was beneficial in the sense that with very little effort, a number 

of relevant technologies external to the project could also be offered to the project for the purpose of experimentation 

and comparison, or to compensate for features and functionalities of IMPACT tools that were still being developed. 

 

Also the adoption of the Taverna system for pipelining of tools, respectively web services, provided an innovative and 

highly flexible way to carry out tests and evaluations with the IMPACT tools without requiring any technical 

knowledge of the underlying tools. In addition, the use of Taverna led to a fruitful collaboration with the myGrid 

consortium that culminated in the organisation of a joint hackathon in 2011. The concept of collaborative workflow 

design that was introduced was perceived well by the consortium partners and also at various conferences where it 

was presented. In particular the capability to easily combine a wide range of tools in various combinations allowed for 

an in-depth and transparent evaluation that was not possible before, thereby providing valuable insights into the 

overall OCR process so that the usefulness of a digitisation approach could be revealed and decisions made to 

progress research in certain directions. 

 

While the main focus of the IMPACT Interoperability Framework lies in establishing a flexible and convenient way to 

exchange data between heterogeneous software applications, and providing a uniform interface to them, another 

important topic was the potential scalability of the system architecture. Here it needs to be stressed again that the 

distributed setup that was implemented in the IMPACT cluster was not at all a desired configuration. Also, scalability 

was not as such a core target of work package OC5, but rather an orthogonal issue that needs to be taken into 

account in the development of applications across the whole project. However, the scalability tests that were carried 

out indicated that the principal approach followed by the IMPACT Interoperability Framework does scale out rather 

well, given the deployment is done in a local environment. In fact, it turned out to be a simple, yet pretty robust 

solution. The available endpoints were managed by a simple registry under SVN control and queried at runtime, and 

service failover and monitoring was purely self managed by the ESB. Nevertheless, the general availability of all 

services was greater than 99,999%. 

 

A particularly promising result of work package OC5 is the toolwrapper, the main component of the IMPACT 

Interoperability Framework, and its release as open source under the Apache License in 2011. The toolwrapper was 

designed to be as generic as possible, with the only requirement being that the target tool can be executed 

automatically on a command line, therefore potentially making it fit for a whole range of application scenarios. This 

enabled the FP7 EU project SCAPE to adopt and also extend the toolwrapper – and since the SCAPE platform also 

makes use of Taverna workflows for the enactment of preservation actions, further benefits can be leveraged. For 
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example, SCAPE will create a version of the toolwrapper that enables execution of Taverna workflows on a Hadoop 

cluster, thereby further expanding the scalability of the architecture.  

 

The technical and organisation issues that were encountered have all been sufficiently addressed, and in some 

occasions led to the development of new, alternative solutions, for example in the evaluation of reading order.  

 

Challenges encountered have been captured and the IMPACT Centre of Competence will guide the further 

development, refinement and takeup of these solutions.   
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